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Abstract

Seismic imaging/visualization of the subterranean is an important part in the
process of identifying and extracting hydrocarbons such as oil and gas. One
promising method that is used to assist in visualizing seismic reflection data is
spectral decomposition. Spectral decomposition is a contrast enhancing tech-
nique that helps in identifying subterranean features.

This thesis presents a set of new opportunities for visualizing spectrally de-
composed seismic based on techniques known from visualization and image Seg-
mentation. In particular it focuses on presenting a new technique based on Inter-
active Visual Analysis (IVA) and feature extraction based image segmentation.
In addition to the visualization and segmentation techniques, pre-processing
steps for making the data more suitable for visualization are suggested. Some
of the pre-processing techniques are well known from the image processing field.

Keywords: Scientific Visualization, Interactive Visual Analysis, Seismic
Visualization, Seismic Imaging, Spectral Decomposition, Image Segmentation.
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Chapter 1

Introduction

Since 80%, of the world’s energy consumption is supplied by fossil fuels [1], so-
ciety needs hydrocarbons such as oil, gas and coal to satisfy its energy needs.
To extract these hydrocarbons we first need to find and identify them. Further-
more, we need to understand the effect surrounding geology might have on the
extraction process. To solve these problems, methods for imaging the subsurface
have been developed. The most common tool for searching for hydrocarbons
is reflection seismology. The purpose of this thesis is to develop methods of
Interactive Visual Analysis (IVA) for assisting the interpretation of seismic re-
flection data. More specifically the project will look into the application of
IVA to seismic reflection data that has been through a process called spectral
decomposition.

Spectral Decomposition is the process of decomposing seismic reflection data
into frequencies and looking only at the data that is contributed by a specific
range of frequencies (e.g. 55 to 65 Hz). We define such a range of frequencies
as a spectrum. The contribution of each of these spectra can be said to identify
the thickness of the subterranean features. By looking at the contrast between
the different spectral contributions it becomes possible to separate between the
different features in the data.

Applying IVA to spectrally decomposed data can assist in identifying com-
binations of spectra which gives good contrast between features. This could
result in more features being identified because new interesting combinations
of spectra are found. Current methods for identifying these spectra consist of
using trial and error: Combining different spectra and looking at the results.
This is a time consuming process and IVA could also allow for faster process of
identifying interesting spectra.

In the remainder of this chapter we further explain the terminology intro-
duced in this section, as well as the goals of the project.
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1.1 Thesis Structure

Chapter 1 gives a short introduction to the background material used in the
thesis, as well as the goal of the thesis. General concepts from stratigraphy and
hydrocarbon exploration are introduced, with particular focus on concepts from
reflective seismic imaging.

Chapter 2 presents the state of the art in fields related to the thesis. A partic-
ular focus is given to the current state of the art of visualization of spectrally
decomposed seismics. Also examined are the works dealing with the segmenta-
tion of seismics and hyperspectral images. An overview of the current state of
the art of scientific visualization and Interactive Visual Analysis (IVA) is also
presented.

Chapter 3 introduces the methodological part of the thesis. Techniques based
on IVA of statistics of the seismic volume and segmentation based IVA is pre-
sented. The IVA techniques are based on new pre-processing and segmentation
techniques which are also introduced.

Chapter 4 deals with the demonstration of the effectiveness of the different
techniques from Chapter 3. The techniques are shown with images and their
effectiveness and applications are discussed.

Chapter 5 describes the implementation details of the techniques described in
Chapter 3 and Chapter 4. The programs and libraries developed for this thesis
are described. And images are used to show how the final resulting application
from this thesis works.

Chapter 6 is the final chapter in the thesis and sums up the different insights
gained from the work. It begins by discussing the different facets of the contri-
bution and examining possibilities for future avenues of research based on the
work, before ending with a conclusion section for the thesis that briefly sums
up the works findings.
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1.2 Seismology

Seismology can be defined as the study of seismic waves and what they tell
us about the earth’s structure [2]. These geological structures are of interest
for finding and identifying hydrocarbons. Seismic data is acquired by listening
through sensors such as geophones for movement in the ground. Underground
areas are said to be subterranean which comes from the words sub which means
below and terran which means earth. To get data of specific subterranean
structures seismic reflection data is used. Seismic reflection data is acquired by
sending a sound wave called a shot down into the ground through the imaged
area. The receivers then listen for the waves reflected at the interface between
the different layers of subterranean material, called a horizon. The recorded
response for each receiver is called a trace. The imaging can be done using a
lone trace (1D seismic signal), a single line of traces (2D seismic data) or a
grid of traces (3D seismic data). The geologist interpreting the seismic data is
known in the literature as an interpreter [3]. For this reason the thesis will refer
to any person using programs or techniques associated with seismic data as an
interpreter and any person using programs or techniques not associated with
seismic data as users.

1.2.1 Stratigraphy

Sedimentary materials are rocks that are formed by the deposition of materials
at the surface. The subterranean is composed of layers of sedimentary materials.
These layers are called strata and a body of rock with a specific characteristic
within a stratum is called a facies. The study of strata and their layering is called
stratigraphy. Old geological features such as rivers, sandbanks and ridges are
deposited into these strata as new layers are formed on top of them. When de-
pressions such as rivers or streams are deposited into a stratum they often form
slender, elongated formations called channels. Channels are often associated
with easy access to hydrocarbons and therefore of great interest to geologists.
Seismic horizons are the areas in a seismic volume that reflect the seismic sound
waves. In other words they are the interface between two geological events (a
change in the local geology). These horizons are useful as it is at these points in
the data that information is returned from the subsurface. Identifying a horizon
can be a painstaking and time consuming task. However, it is possible to use
something called a time slice of the data as a substitute. By making an image
of a combination of all the traces at a single point in time the interpreter can
see a snapshot of the reflection values at that point of time. Since the sound
used for seismic images moves at a constant speed given the same medium and
temperature, the time slice should give the interpreter an understanding of the
geology at a given depth. Although this is not as good approach as using an
interpreted horizon for gaining understanding of a stratum, the time slice should
give the interpreter some understanding of the local geology [3].
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1.2.2 Seismic Attributes

To extract this meaning from the data we often apply imaging and visualiza-
tion techniques. The data visualized in seismic visualization is called seismic
attributes. Seismic attributes are defined as any measure of seismic data that
allows the interpreter to visually enhance or quantify features in the seismic
data. Seismic interpretation is used to identify interesting subterranean features
such as hydrocarbons. This thesis deals primarily with visualization techniques
employed on the spectrally decomposed seismic attribute. The spectrally de-
composed attribute is generated by doing some form of transformation to the
frequency domain such as a Fourier or wavelet transform. A windowing function
of some kind is then applied to the data in the frequency domain for the purpose
of zeroing out every frequency that does not lie in a specific frequency band. An
inverse of the transformation into the frequency domain is then applied to the
data. Applying the inverse transformation extracts the data that contributes
to frequency band defined by the windowing function. Using this technique we
“divide” the data into the contributions of different frequency bands. The data
can be said to be decomposed into different frequency spectra, or spectrally
decomposed. This results in the original volume being used to generate several
new volumes, where each of these volumes contains the spectrally decomposed
attribute of a particular frequency band [3].

1.3 Research Problem

Based on the facts known from above a research problem for the thesis can
be formulated: How can techniques known from the visualization field be used
to assist in the exploration of seismic reflection data? To this end, techniques
known from fields such as image processing and statistics will be applied to
gain a better understanding of the data. Techniques from image segmentation
and visualization will then be employed to attempt to device new methods for
gaining exploratory insights into seismic reflection data.
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Chapter 2

State of the Art

Spectral Decomposition is a method that only recently has come to the fore-
front of the seismic interpretation field [4]. Though the concept of decomposing
seismic into frequency ranges itself has been of interest to geophysicist since the
1950s [5]. In nature formations that were once on the surface form subterranean
sedimentary layers as they are covered by new material. These layers are called
strata and were covered in Chapter 1. Due to this stratification of the features
in the data, seismic reflection data has traditionally been visualized by showing
an extracted surface such as a cross section or horizon [6].

This chapter will present the most important methods for extracting infor-
mation from seismic reflection data using the spectrally decomposed attributes.
Special attention will be shown to methods for decomposing the data, deriving
images from the attributes and segmenting the data or otherwise extracting
features from it. Relevant methods from Scientific Visualization and Interac-
tive Visual Analysis will also be covered. Methods from non-seismic fields with
multi-spectral data such as hyper-spectral imaging are also presented.

2.1 Visualization of Seismic Reflection Data

Visualization of seismic data is an extensively researched field. Applications that
use visualizations of seismic reflection data (e.g. Petrel, OpenDTect... etc.) are
a standard part of the process of exploring the subterranean for hydrocarbons.
Post-stack volumes are seismic attribute volumes that have been divided into
its component horizons. Visualizations utilizing the spectrally decomposed at-
tribute can show us information about the geology that is not necessarily readily
apparent from normal post-stack attributes [8]. One way in which this can be
accomplished is by taking the peak spectral frequency of a horizon. Because
of the strong correlation between channel thickness and spectral amplitude [9],
this makes the channel thickness show up in the visualizations. This is in con-
trast to other seismic attributes as for instance the coherence attribute, which
is commonly used for detecting the edges and width of channels. By using a

5



Figure 2.1: Illustration by Blumentritt et al., demonstrating the relationship
between peak frequency and peak amplitude. The seismic data is decomposed
into one volume per Hz. The peak frequency is found by looking at a point in
these volumes and determining for which frequency has the highest value at this
point. The highest value at this point is called the peak amplitude [7].
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Figure 2.2: This example by Blumentritt et al. shows a large low frequency re-
gion (purple) surrounded by mid and high frequency regions. The low frequency
regions correspond to subterranean ridges [7].

wavelet transform based spectral decomposition method called Instantaneous
Spectral Analysis (ISA), spectral analysis can be extended from a interpreted
horizons to the entire seismic volume. Furthermore by combining the coherence
attribute with the peak frequency and amplitude attributes a composite vol-
ume can be created that takes into account both the channel thickness and the
channel width [10].

Another method relying on the combination of frequency and amplitude
was presented by Blumentritt et al. [7]. The method uses the highest value of
a point in a decomposed volume (peak amplitude) and the frequency at which
the value is found (peak frequency), see Figure 2.1. By looking only at the
peak amplitude and the peak frequency it is possible to embed an arbitrary
number of dimensions (frequencies) of a spectrally decomposed volume into two
dimensions (peak amplitude and peak frequency). The resulting embedding is
well suited for identifying possible channels and reservoirs containing gas, since
these are features that tend to be characterized by their temporal thickness.
An example of a time slice demonstrating this can be seen in Figure 2.2. The
figure shows a variety of regions with different temporal thicknesses. The low
frequency regions indicate higher temporal thickness and the high frequency
regions indicate a thinner temporal thickness.

So far we have seen that visualization of spectrally decomposed seismics
is used for spatial interpretation of stratigraphic bodies and analysis of the
thickness of geological features. Spectral decomposition is also often used as
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a direct hydrocarbon indicator and for signal processing. The interpreter can
examine the seismics by looking at a slice showing a cross section cutting through
depth rather than a time slice. When looking at these horizontal slices it is
possible to see hydrocarbon features much clearer in images generated by some
frequency bands than in others [11]. This is due to the fact that the thicknesses
of geological features are strongly correlated with the frequency of the seismic
traces [9]. Another method looking at changes in frequency response in depths is
called low frequency shadows. Low frequency shadows are visual artifacts which
often occur in the regions under hydrocarbon deposits. At low frequencies there
may occur a high amplitude response directly under reservoirs. By looking
for these seismic events geologists can state with a greater degree of certainty
whether there are hydrocarbons located in a region.

Spectral whitening is a method for signal processing on the seismic volume
that also makes use of spectral decomposition. Since the geological tuning
(thickness) tends to vary along each horizon it is reasonable to balance the
volume by spectrally decomposing it and then balance each time slice in each
frequency volume individually. The balancing of each time slice is done by
equalizing the slice according to its average amplitude. The volume can then be
recomposed into a spectrally balanced volume also called a whitened volume.
Balancing the data in this fashion results in the removal of the systemic noise
that occur across several layers called the seismic wavelet [12].

One of the most common ways of using spectral decomposition in visualiza-
tion of seismics is by RGB blending. Mapping the amplitudes of three frequen-
cies to the color channels Red, Green or Blue in a slice or horizon visualization,
allows the interpreter to see the contribution of each of the three frequency
bands to any given point. The correlation of frequency with geological feature
thickness can be used to discriminate between and identify different geological
features. This means that an RGB image of different spectral amplitudes will
show contrast of thicknesses between features in the strata. The problem with
this is that blending RGB colors makes it difficult to determine the exact con-
tribution of each of the three basis colors to the new composite color. In turn
this means that although the location of a feature will often emerge from such
visualizations, details about the contribution of each frequency will not always
be easy to see. There exists methods that expands upon this basic approach of
mapping 3 frequencies to 3 colors. One such technique is to use basis functions
such as the one seen in Figure 2.3. This basis functions works letting the colors
red, green and blue be defined by summation over all the frequencies weighted
by one of the three basis functions. This ensures that all the different frequen-
cies show up in the visualization, thereby avoiding the problem of only being
able to show three frequencies in any given visualization [10].

Beyond slice and horizon based visualizations there are techniques that look
at either the entire volume or subsections of the volume (slabs). Ray-casting
based renderings are well known from fields such as medical visualization [14].
Normal methods for ray-casting through volumes such as Direct Volume Ren-
dering (DVR) largely do not give meaningful results for seismic data. To achieve
better results pre-integrated ray casting using the slabs between slices can be
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Figure 2.3: The weight of each frequencies amplitude for each color in a slice
based visualization [10].

Figure 2.4: This figure demonstrates the need for using special shading tech-
niques for seismic horizons. In a) the horizon is shaded using only the ambient
light contribution. In b) the specialized Phong shading by Silva et al. is em-
ployed. In c) regular Phong shading is used resulting in artifacts [13].
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Figure 2.5: A texture transfer function combined with a color transfer function.
The high values are mapped onto pink and the low values are mapped onto dark
blue [18].

used. This method results in visualizations that reveal the “layer-cake” struc-
ture of seismics. This is in contrast to the noisy looking visualizations that
generally result from DVR [15]. As has been shown previously, many techniques
for visualizing seismics rely on either time slices for showing the geology in strata
or cross sections cutting through the time direction for showing changes between
strata. These techniques predate the use of computer based visualization from a
time when seismic interpretation was done on paper. The introduction of mod-
ern computer based visualization techniques makes it possible to put extracted
surfaces such as horizons into the context of the entire volume. One advan-
tage to this approach is that it allows the geologist to more readily observe the
stratification of the underlying geologies [16]. When dealing with iso-surfaces,
seismic visualization software uses many of the same basic rendering techniques
as legacy medical visualization. However, the horizons that iso-surfaces often
represent are not actually iso-surfaces. This means that shading techniques
based on iso-surfaces may result in artifacts being introduced into the render-
ing when applied to horizons. To remove these artifacts Silva et al. [13] have
developed a version of Phong shading and a new method for estimating sur-
face normals for seismic horizons. As can be seen in Figure 2.4 this results in
a more meaningful rendering with fewer artifacts. The visualizations of areas
such as horizons can also be put into a 3D context allowing easier spatial cor-
relation and analysis of the data. Furthermore it is possible to create so called
meta-attributes by combining attributes describing different features through
mathematical or logical operators [17].
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Figure 2.6: A) The three highest Principal Components in a PCA of spectrally
decomposed seismic volume are mapped to the RGB channels of the image [21].
B) Principal component analysis on a hyperspectral image is used to classify
the geography into 4 different classes [22].

Another interesting new approach to visualizing seismic data is illustrative
visualization. By using techniques known from the fields of art and illustration,
visualization experts can create techniques which effectively communicate the
underlying data in a friendly form. The symbolic language used by geologists
can be used to denote different features, to directly generate meaningful visu-
alizations of seismic data. To do this D. Patel developed a texture transfer
function, which maps seismic reflection data onto the set of geological symbols
previously described. This method can be combined with a regular color transfer
function to generate expressive results. An example of this can be seen in Figure
2.5. [18] The texture transfer function results in images that look like geology
textbook examples. Furthermore the orientation of the symbols flows according
to the buckles and discontinuities in the layers. Faults in layers are shown as
disruptions between the textures. It is possible to map multiple attributes into
the transfer function to achieve visualizations that take into account different
underlying information [19]. This system can also be expanded on to create
interactive illustrations or knowledge assisted visualizations [20].

2.2 Image Segmentation and Feature Extraction

Digital image processing third edition by Rafael C. Gonzales and Richard E.
Woods defines image segmentation as a method that subdivides an image into
its constituent regions [23]. These constituent regions can in the case of seismic
data be viewed as geological features such as channels or facies. From the
definition of image segmentation it is apparent that image segmentation can
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be used for extracting geological features from seismic data. By defining the
seismic volume’s constituent regions as being the different geological or seismic
features in the data it is possible to subdivide a seismic volume or part of that
volume into the different features. By choosing examining this subdivision of
the volume it is possible for the interpreter to gain insight into the different
features.

An other easy way of subdividing a seismic volume is to divide the vol-
ume into its dominant patterns. Principal Component Analysis (PCA) is an
analysis technique that extracts the dominant patterns (principal components)
from the data [24]. PCA is known to be ideally suited to identify geological fea-
tures that cause anomalies in the medium and high amplitude frequency bands
of spectrally decomposed seismics. To visualize the principal components the
three largest components are mapped to the red, green and blue color channels.
This results in a visualization that shows more than 80 percent of the spectral
variance in the visualization. A drawback to using the principal components
of spectrally decomposed attributes is that the principal components do not
preserve the spectrally decomposed attribute’s information about thickness, as
seen in Figure 2.6.A [21]. This technique can also be applied to other types of
spectrally decomposed data than seismic reflection data. An example of this
is hyperspectral images, which are satellite images taken of the earth’s surface.
The example in Figure 2.6.B demonstrates how PCA on hyperspectral images
allows the user to divide an image into its geographical rather than geological
features [22].

When looking into more sophisticated methods for classifying seismic vol-
umes it is important to remember that seismic data is continuous and contains
redundancies and noise. Due to the continuity of the data isolated clusters
are uncommon. However, higher point concentrations are likely. Redundan-
cies in the data ensure high correlation between neighboring samples in the
seismic traces. The noisiness of the data tends to affect clustering negatively
either inflating the size of clusters or linking separate clusters together. To de-
tect facies type features in the volume unsupervised machine learning are often
employed. Known examples of such unsupervised learning techniques include k-
means clustering, principal component analysis (discussed earlier) and artificial
neural networks (ANN). When doing ANN based non-linear analysis of the vol-
ume, Vector Quantization (VQ) and Self Organizing Maps (SOM) are common
[25]. Hilde Grude Borgos et al. presented work using automatic classification
to group seismic events. The resulting classified regions populated the seismic
volume sparsely with regions constituting patches of horizons. The interpreter
could then combine these horizon patches to form an approximation of the full
seismic horizons. Matos et al. also presented a method for semi-automatic seg-
mentation of seismic volumes [26]. SOM’s are first used to estimate the number
of facies in volume. Wavelet transforms are then used to find the seismic singu-
larities in each of the SOM’s segment. The result of these two operations can
then be applied to generate a map seismic facies.

As seen in the examples from section 2.1 RGB mapping methods are a com-
mon. To mitigate the fact that RGB coding can only show 3 different attributes,
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A B

C D

Figure 2.7: A) The first three principal components of the data. Large channels
are shown with green arrows and small channels shown with yellow arrows.
B) Gray scaled image generated by grand tour. Two new channels shown with
arrows C) Continuing Image-Locked Grand Tour (IGT) with red channel locked.
Forked channel shown with arrows. D) Finally continuing with both red and
green channels locked. Arrows show two newly visible channels [27].
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attributes are usually mapped from a high-dimensional attributes space to lower
dimensional space in some fashion, see Section 2.1. Spectrally decomposed data
can be especially challenging to display properly in RGB because of the very
large number of dimensions. It is possible to use a standard grand tour of the
spectral attributes to generate a gray-scaled view that shows some interesting
features. The gray-scaled view can then be assigned to the red channel. Two
further grand tours can then be used to assign interesting views to the green
and blue channels of the image, as seen in Figure 2.7. By allowing the inter-
preter to interactively explore the spectrally decomposed image the interpreter
interesting geological features [27]. The grand tour is a method that views mul-
tidimensional data by doing linear projections onto a series of two dimensional
subspaces then moving continuously through the projections [28]. Using the
grand tour on spectral data, results in views that illuminates different features
in the data. This is not actual segmentation/feature extraction but allows the
interpreter to see different features in the different projections/viewings of the
data [29].

Looking further into methods based on hyperspectral images, spectrally de-
composed seismics and hyperspectral imaging data are acquired in somewhat
different ways. Spectral decomposition is done through mathematical techniques
such Fourier or wavelet transforms [30], while hyperspectral images are generally
acquired by instruments that sense light at different wavelengths. However, both
data types have the same basic structure and describe mathematically similar
things. The structure of both spectrally decomposed seismics and hyperspectral
data can be seen as fields of functions. This means that fx,y,z(x

′) where x′ is the
spectral frequency, is the function that defines a point (x, y, z) in a spectrally de-
composed or hyperspectral volume. Anderson et al. did work on how to identify
and extract features from such function fields [31]. They proposed using a dis-
tance measure between two functions a and b, D(a, b) =

√
(
∑

i (wi · (ai − bi)2))
where wi ∈ [0, 1] is a weight for each sample. This allows the user to classify the
degree of relatedness between two points in a function field based on how simi-
lar they are for all values of the functions. Fuzzy set rules can also be used for
segmentation of multi-attribute volumes (fuzzy logic and sets are explained in
Section 3.3.3). In practice techniques have been developed using fuzzy sets and
logic for seismic feature extraction. The technique requires multiple attributes
to identify the different features. It combines different sets of fuzzy rules to
decide the feature membership of each voxel. An example of this would be the
combination of rules, “IF isotropy IS high AND IF energy IS high THEN voxel
belongs to chaotic region” quoted from Valet et. al.’s work [32] which extracts
chaotic regions from the data.
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Figure 2.8: A) Four dimensions of data can be represented by any of these 12
stick figures. B) Multispectral weather satellite data shown as stick figures [33].

2.3 Scientific Visualization of Multidimensional
Data

Scientific visualization is a branch of which is concerned with the visualization
of data acquired through scientific measurements. Examples of scientific visu-
alization could be meteorological, medical, biological or seismic data. Scientific
visualization is often viewed as being separate from information visualization,
which is a term generally used for visualization of organized information in gen-
eral. Examples of such organized information are abundant and could include
the source code of programs, texts in general and connections in social networks
such as Facebook [34]. Since this thesis examines techniques for visualizing seis-
mic data, which is acquired through measurements it makes sense to give a
general overview of the state of the art of scientific visualization. In particu-
lar the work will focus on spectrally decomposed attributes. For the purpose
of scientific visualizations spectrally decomposed attributes can be viewed as
multidimensional with each frequency band adding a new dimension.

Stick figures are a well known technique for visualizing multidimensional
data. To represent the data, stick figures changes orientation of the limbs on
the figure according to the value of each attribute. In Figure 2.8.A examples
of stick figures are shown. The stick figures represent in total four attributes
or dimensions of the data. The combination of different sticks in each stick
figure differs between the 12 different stick figures in the figure. However, the
orientation of each limb relative to its “parent limb” is always 45 degrees. The
difference between how the different stick figures look demonstrates how im-
portant it is to choose the correct stick figure to represent the data. When
working with stick figures the following workflow has been proposed. First the
user chooses an “icon family” or how to combine of sticks in the stick figure.
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The data is then mapped to that icon family changing each limbs orientation.
Finally an image of stick figures are displayed, as can be seen in Figure 2.8.B’s
example of multidimensional meteorological data. By changing the icon family
of the stick figures very different images can be generated. Finding interesting
icon families for datasets is one of the primary challenges when working with
stick figure visualizations [33].

Stick figures have been shown as one way of producing images that visualize
data with multiple attributes. Another such technique is image fusion. Image
fusion is the combination of relevant information from several images into one
image. The RGB blending described in Section 2.1 can be seen as a simple pre-
cursor to image fusion. By mixing the thickness information from each spectral
band’s attribute, the relevant information from each is brought into the new
image. However, no steps have been taken to remove non-interesting parts of
the data from the visualization. This is a part that could be improved upon.
Generally in scientific visualization image fusion is used to integrate different
attributes into a single image. Exploration of the data is achieved by examining
multiple parameters concurrently through the mixing and matching of attribute
images [35]. This results in flexible techniques that has some similarities to the
grand tour based visualizations described in section 2.2.

There are many different ways in which visualization of “scientifically” ac-
quired data can be approached. Raphael Burger and Helwig Hausser suggested
six possible approaches to visualizing with multivariate datasets, which also
could be of interest for multidimensional datasets [36]:

1. Traditional.

2. Derivatives.

3. SimVis.

4. Intermixing.

5. Layering.

6. Goal.

Each of these approaches has a pipeline of steps that should be undertaken
for a successful visualization. We can begin by examining visualization according
to the traditional approach. The traditional approach has a pipeline consisting
of:

1. Acquire Data.

2. Enhance/Process Data.

3. Data Filtering and Visualization Mapping.

4. Rendering.

5. Image Processing.
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The process begins by acquiring the data such as for instance seismic re-
flection data. The data is then enhanced with some form of pre-processing
techniques. It can then be filtered or mapped to a visualization. Through
techniques such as for instance extracting a spectral attribute. The data is then
rendered to the visualization before image processing is applied to the rendering
at the last stage.

In addition to the traditional approach each of the five other approaches adds
something to this pipeline that differentiates them from the rest. Derivative
based visualizations perform calculations such as gradients or automatic feature
extraction in stage 2. SimVis filters the data into focused data and context data
during stage 3. Intermixed visualizations combine different data sources such
as MRI, CT and PET when rendering (stage 4). Layered visualization utilizes
image fusion for image processing (stage 5). Finally goal oriented visualizations
rewrites the entire approach into the following:

1. Gather relevant data.

2. Derive useful quantities.

3. Find all the features.

4. Render using techniques like glyphs, DVR... etc.

5. Combine the different visualizations from stage 4.

So far a number of the methods for visualizing seismics presented in this
chapter seem to follow in part at least one of these approaches. The RGB
blending technique could be seen as a layering visualization (type 5) of the
different spectral attributes. The cross-plots which will be described in Section
2.4 uses focus and context described for SimVis (type 3) to display selected
attributes. Also the spectral whitening can be seen as a form of derivatives
based visualization (type 2) where spectral frequency bands are derived from
the original volume and then combined into a new volume in the filtering step.

2.4 Interactive Visual Analysis

Interactive Visual Analysis (IVA) is a method used for exploring information
visually, that is becoming increasingly more commonly used among visualization
experts. A visualization of data for IVA is known as a view of the data. When
doing IVA it is natural to have more than one view of the data, for instance a
cross-plot of values and an image visualization as seen in Figure 2.9. The user
chooses which part of the data he/she wishes to look at and uses a brush in the
view of the data to select the desired information. It is also usual to let the
same data be selected (brushed) in many views through brushing in only one
view. Views that share selections like this are called linked views. Using the
first selection, it is possible to identify new areas of interest in the data. The
views can then be brushed again to examine the data further. This results in
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Figure 2.9: Spectra cross-plots of the attributes near-offset and far-offset spec-
tral amplitude are connected to lateral slices of the spectral volumes. The
regions with high far-offset but low near-offset values contain gas-filled reser-
voirs. The 14 Hz view of the volume gives us the most accurate delineation of
the reservoir [37].

an interactive, iterative process in which the user begins to examine the data
based on a brushing in a view, finds something interesting and then brushes a
view again to explore it further.

It is useful to look at potentially four levels of IVA capable applications,
with each level creating an increasingly complex system of analysis for the data
explorer [38]. In the first level the user has access to linking and brushing between
views as seen in the example in Figure 2.9. The second level of IVA lets the user
use logical operators on brushes. Of these operators logical negation operator is
unary, but the rest (AND, OR and XOR) are binary. This means that the user
becomes able “combine” different brushes, often from different views. In the
third level of IVA a more complex brush is created. The complex brush could
for instance be a brush based on similarity or brushes using fuzzy rather than
binary logic. The fourth level of IVA is IVA where are attributes are derived
specifically for each dataset.

IVA has not commonly been applied to seismic reflection data, but there
are a few examples. Ren et al. suggested a cross-plot based view based on
the derivation of two attributes from spectrally decomposed attributes. The
two derived attributes are the near-offset spectral amplitude and the far-offset
spectral amplitude. Combined the two attributes can be used to discriminate
between gas-filled and wet reservoirs. Gas reservoirs have high far-offset spectral
amplitudes values but low near-offset spectral amplitudes. The application lets
the interpreter make a brushing in a cross-plot view of the near-offset and far-
offset attributes. The cross-plot view is then linked to a horizontal cross-section
view of the spectrally decomposed attribute. The brushed attributes are shown
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as selected in the cross-section view and it becomes possible to determine the
location, size and shape of gas reservoirs, as seen in Figure 2.9 [37]. IVA has
also been used to explore full three dimensional seismic volumes. Segmentation
and feature extraction techniques such as those discussed in Section 2.2 are used
to automatically classify channels and facies. The result of these segmentation
techniques are then sent to a three dimensional rendering view. A cross-plot
view is also made available. An interesting pair of attributes to examine in
this cross plot are κ · ρ and µ · ρ, where κ is the bulk modulus, µ is the shear
modulus and ρ is the density. The bulk modulus can be defined as the resistance
against uniform compression and the shear modulus as the lateral rigidity of
the material. By linking the three dimensional volume view with the cross-plot
view it becomes possible to identify features in the data based on brushing. For
instance by brushing the data in the volume that has both low κ · ρ and low
µ · ρ, regions that are likely to have gas or coal should show up in the three
dimensional view. An example of this can be seen in Figure 2.9 [39].
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Chapter 3

Contribution

The motivation behind this thesis was to use advanced visualization techniques
to answer interesting questions for exploratory geologists. Amongst the ques-
tions of interest for a geologist a few in particular stood out. What are features
that are present throughout the volume? For instance maybe there are salt di-
apirs that cut across several geological layers, or perhaps there are facies that
cuts through the entirety of the data. What are the different features in a
seismic horizon? Buried in each horizon there will often be several different
geological features. Understanding the extent and locality of these features
can assist geologists in gaining an understanding of the context of geological
events that are directly applicable to identifying and extracting hydrocarbons.
The data resulting from seismic imaging is often noisy and difficult to inter-
pret. Exploratory geologists are therefore very interested in any pre-processing
techniques that can answer the following question. How can seismic data be
transformed such that interesting features become more visible? Finally one of
the key questions that exploratory geologists almost always ask about the data
is. Where are the channels? The location of channels can be used very directly
to access hydrocarbons and finding them are one of the primary task for any
seismic exploration.

3.1 Volume Wide Analysis

When dealing with the question of what features are present throughout the
volume. It makes sense to not restrict the analysis of the volume to a single
slice, cross-section, horizon or slab. The seismic volume is created by sampling
a collection of seismic traces on a grid. By examining the relation between the
different traces as well as the individual traces themselves it should be possible
to see major features that dominate the data.

In “The eyes have it: A task by data type taxonomy for information visu-
alizations” Ben Schneiderman proposes a “drill-down” approach to gaining un-
derstanding from data using information visualization [40]. Schneiderman calls
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Statistical and Interactive Analysis of slice/slab

Solutions:

Stickfigures and Glyphs

Tone mapping

Discretisation

Megahistograms

Binary mask

Fuzzy masks

Mask management system

Eigen-analysis

Mathematical Morphology

Connected components

Tasks:

Gain an overview of the data

Study single time slice

Explore different bands together

Modulate contrast in the data

Reduce Dimensionality

Study distribution of data in the high
dimensional embedding/ Find clusters
Determine the local geology in a strata Time-slice based renderings

Study similarities & segment the data
accordingly
Determine degree of being in a
geological feature

Compare different segmentations

Fuzzy set operations
Show geological features that are a
combination of different segmentations

Describe the shape of structures

Extract the main characteristic
of structures (non-detail) Image processing filters

Seperate between geological
features

Profile local investigations

Statistical and Interactive Visual Analysis of entire volume

Figure 3.1: The different tasks that this thesis hopes to solve and proposed
solutions.

this approach the Visual Information Seeking Mantra. The information seeking
mantra consists of gaining an overview first then zooming and filtering before
finally getting details on demand. In this section a similar approach relying on
IVA is proposed. The interpreter first aims to achieve some understanding of
the major features by looking at per trace statistics for the entire volume. He
then utilizes standard IVA techniques such as linking and brushing to filter the
data. To gain further understanding the interpreter “drills down” through the
data by doing the same for a single time-slice. This should give the interpreter
a rough statistical understanding of the data, which should provide a mental
context for the techniques in Section 3.3 and 3.4. The methods described in
this section do not require the creation of any new software, since a standard
Interactive Visual Analysis Suite for Information Visualization such as ComVis
[41] or Tableau [42] should provide all the features needed.

3.1.1 Gain an Overview Over the Data

When looking at the data in a grid layout like the receivers used for during
the imaging phase there are several different statistics that could be of interest.
The act of creating a statistic per trace can be viewed as projecting the three
dimensional data onto a two dimensional image. The image is then visualized as
a cross-plot of the image’s x and y axis and linked to a histogram of the statistics.
It is then possible to segment the image based on this histogram thereby finding
regions in the volume that are characterized by these statistics. This could for
instance be used to show the regions with high or low maximum value for
the trace. This should show in which areas there are some kind of geological
structures. Having made such a histogram selection it would be of interest not
only to examine where in the 2 dimensional projection the selection occurs, but
also how the trace profiles look. To this end a ComVis file is created, containing
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all the statistics, the locations in the 2D projection and the trace profile of each
trace. The ComVis file is sampled at a 20x21 grid due to performance problems
encountered with very large files when using the ComVis software.

A number of statics are examined, all holding possibly interesting informa-
tion about the data. In particular standard statistics such as minima, maxima
and Inter Quartile Ranges are examined. Also the standardized and central mo-
ments are looked into, as well as statistics based on the peaks of wave-formed
traces.

Standard statistics

For certain Fourier based spectral decomposition techniques the information in
the “edges” of the trace is set to zero. However, since the imaging device used
for seismic reflection is essentially a form of microphone such as a hydrophone
[3]. There should always be some kind of response in all the positions except
for the edges of the traces. This means that the smallest frequency response of
a trace is the smallest non-zero value of that trace. In this work that statistic
shall be referred to as the non-zero minimum. The non-zero minimum should
be able to tell the interpreter whether an area of the projection contains traces
that have regions with very low frequency responses. The opposite should be
true for the maximum value of a trace. The maximum value should be able to
tell the interpreter whether an area contains traces with a region with a high
frequency response.

The values of a discretely sampled function such as a seismic trace can be
ordered from the lowest value to the highest value. The value at 25% into the
ordering is called the 1st quartile, the value at 50% the 2nd quartile and the
value at 75% the third quartile. The difference between the value at the 1st
quartile and the 3rd is called the Inter Quartile Range (IQR). IQR is used for
determining the statistical dispersion of values. Since it only takes into account
the values between the 1st and 3rd quartile it can be said to trim away 25%
of the highest and lowest values in the data. This effectively removes half of
the data [43]. For the use as statistic for the seismic traces it is probably of
greatest interest as a measure of scale. This means that IQR can be used to
tell us something about the range within a value from a trace can be expected
to fall. A high IQR could be expected to correspond to very different types of
features being present in a trace, such as salt and sediments. Low valued IQR
should correspond to a very similar type of feature being present throughout
the trace. IQR is known to be a robust statistic. This means that IQR should
work for a large number of distributions and therefore the shape of the trace
being examined is not likely to be an issue.

Central Moments

The mean is the expected value of a function (e.g. the seismic trace). By
looking at the expected value of a trace an interpreter may hope to be able
classify the trace very roughly according to the expected seismic response. This
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classification should be strong with regards to traces with very uniform responses
throughout the signal. One problem with classifying according to the mean is
that it is not a robust statistic when dealing with distributions that are skewed
to one side. For traces where this is an issue the median is probably a better
choice as it is known to be more robust with regards to outliers and skewness in
general. Both the mean and the median should result in similar classifications
when linking a cross-plot with a histogram and brushing.

The central moments reveal information about the expected value of a func-
tion around that function’s mean. The 0th and 1st central moments are always
1 and 0 and therefore not very interesting for gaining any statistical insight
through IVA. The 2nd central moment is variance. Variance represented by σ2

and the standard deviation σ are used to measure how far a set of numbers lie
from their mean. Both variance and the IQR covered previously in this section
are measures of variability in the data. However, they are practically somewhat
different. The IQR is a statistic computed from the ordered data like the median
and empirical variance is computed by dividing the sum of the samples quadratic
difference from the mean by the number of samples ( 1n

∑n
i=1 (xi − µ)2). There-

fore although they are measures of the same thing IQR should give better results
for highly skewed data while variance and standard deviation should give better
results for data approximating the normal distribution. The 3rd and 4th central
moments are used to define standardized moments and will therefore only be
examined in that form.

Standardized Moments

Standardized moments are used as measures for the shape of probability distri-
butions. In practice a standardized moment is defined as µk

σk where µk is the kth
central moment and σ is the standard deviation. The 1st and 2nd standardized
moments are always 1 and 0. The 3rd standardized moment is a distribution’s
skewness. Skewness measures what fraction of a distribution’s values is on one
side of the mean. A negative skewness means that the left hand side of the mean
has a more values, and a positive skewness means that the right hand side of the
mean has more values. The skewness of seismic traces should tell the interpreter
whether there are many negative or positive outliers in the trace. This could
be useful in identifying noisy parts of the data. The 4th standardized moment
kurtosis measures whether the data peaks around given values. The peakedness
of the data could be used to find traces that have similar values throughout the
trace. Similar values should indicate that there are few changes in the geology
for that trace.

3.1.2 Slice Local Investigations

After gaining an overview of the data it is necessary to gain some kind of under-
standing that is local to the particular features in the data. This can be achieved
by looking at either vertical or horizontal cross-sections of the data. Vertical
cross-sections would provide the interpreter with insights into stratigraphy and
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Figure 3.2: A) The reduced contrast sensitivity image taken from cs.utah.edu’s
page on Designing Visually Accessible Spaces [44]. B) A histogram equalization
against the normal distribution is then performed on each of the image’s red,
green and blue channels.

the possible stratigraphic locations of hydrocarbons as discussed in Section 2.1.
The focus of this thesis however, is on finding the local geologies in strata. Al-
though a horizontal cross-section is not nearly as good for approximating strata
as a proper extracted horizon, it should still tell us interesting things about
the local geology. The standard techniques in seismic interpretation are to use
direct images created from the different seismic attributes. It is far easier to
see the details with the 256 different values of each of the red, green and blue
channels of an image, than with the binary cross-plot of the ComVis. Still,
by looking at the histograms of each of the different spectral bands and using
standard linking and brushing it should be possible to determine the thickness
of some of the different features in the slice. This concept of classifying the
time slice according to the thickness of its features is built upon Section 3.4.1
to create a very rough segmentation of the image.

3.2 Pre-processing Techniques

Before looking into the data locally to each slice it is important to determine
exactly how that data will be processed. As shown at the beginning of Section
2.1, what a visualization of seismic reflection data shows the interpreter is de-
termined largely by which attribute is chosen. What the attribute shows can be
said to be determined by how that data is pre-processed. Section 1.6 discusses
how different types of Fourier and wavelet transforms can result in spectrally
decomposed that make some features show up better than others. This section
will introduce some new pre-processing steps that will be used to create the
segmentations and visualizations of Section 3.4 and 3.3.
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Figure 3.3: Castanie et al. claims that this describes the location of interesting
data in the standard amplitude attribute [15].

3.2.1 Modulate contrast in the data

A large part of the motivation for doing spectral decomposition is to modu-
late the contrast in the data. Examples of this can be found in the spectral
whitening procedure and the blending of spectral bands using the three color
channels Red, Green and Blue (RGB) from Section 2.1. By selectively chang-
ing the contrast of the slice image or volume based on the spectral components
the interpreter aims that the features in the data will become more readily ap-
parent. Methods for enhancing the contrast in images are known from image
processing. One of the more commonly used contrast enhancement techniques
is called histogram equalization. The image is transformed in such a way that
its histogram is more similar to a given histogram, such as for instance the his-
togram of the normal distribution. This changes the image’s histogram, which
results in an adjustment of the global contrast of the image as opposed to an
adjustment in the image’s local contrast [23]. A change in an image’s global con-
trast should in principle result in changes to the images large scale highlighting
details. Changes to the large scale highlighting details of the image is desirable
for seismic volumes, since if done correctly it can bring forward features hidden
by the data’s distribution. Local contrast enhancement filters on the other hand
would be more appropriate if there is no reason to believe that the histogram
of the data hides important features. An example of the histogram equalization
on an image with artificially reduced contrast can be seen in Figure 3.2. This
example shows clearly that the effect of adjusting the image’s global contrast is
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Figure 3.4: The actual histogram showing the distribution of values for slice
number 113 of the spectrally decomposed cube at 70 Hz.
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a clearer image where features are more readily discernible.
The goal of this subsection is to find a pre-processing technique that makes

it easy to discriminate between different features in the spectrally decomposed
attribute. Castanie et al. claims that seismic amplitude data typically has a
normal distribution also known as the Gaussian distribution. Furthermore much
of the data containing structural information should be located in that distribu-
tion’s moderate amplitudes, as shown in Figure 3.3 [15]. The distribution differs
significantly from the distribution observed in our test data, in which the distri-
bution of values per slice is skewed significantly to the right of the mean as can
be seen in Figure 3.4. This suggests that a useful approach should introduce
symmetry into the distribution and spread out the values removing the left-side
long tail. One data transformation commonly used for this purpose is the log-
arithm. Logarithmically transformed data is known to enforce symmetry when
applied to heavily skewed data. They are also known to make clustered data
spread out in a more uniform fashion. We therefore propose that a logarithmic
transformation is an appropriate method for changing the global contrast of the
spectrally decomposed attributes examined in this thesis.

3.2.2 Dimension Reduction

A known source of problems when doing Interactive Visual Analysis (IVA) on
multidimensional data is that the dimensionality causes the number of possible
combinations of values in the data to increase exponentially. Reducing the num-
ber of possible combinations of values in the data without significantly reducing
the information the interpreter can gain from the visualization would be of great
use for the development of further visualization techniques. A computer image
is usually described by 256 discrete values for each of the three color channels
red green and blue. Since visualizations of seismic data often are displayed as
images it makes sense to scale the data from a 32-bit integer representation to an
8-bit integer. This effectively reduces the number of discrete values per position
in the trace from 232 = 4294967296 to 28 = 256. As long as no further changes
are applied to the image afterward, there should be no loss of information as
this is the same transformation that has to be performed to display an image on
a computer screen. If further steps are to be taken before displaying the data
however, it should be noted that the transformation from 4294967296 discrete
values to 256 discrete values has significantly reduced the detail of the data. This
approach is probably suitable to most techniques that result in a direct image
of the seismic of some kind, and is probably not suitable for use with methods
that are sensitive to such details. Given that this thesis aims to examine the
data in slices it makes sense to do this scaling not using 232 as the maximum
value, but rather using the maximum value in each slice. That way as much as
possible of the detail in the image is preserved in the transformation. The kind
of transformation that rescales a set of values from one scale to another is known
as normalization. There are many different techniques for normalizing data, the
simplest of these is the min-max normalization, value

max(values)−min(values) where

values is the set of all the values being normalized and value being any value
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in values. This normalization rescales the data to the continuous space [0, 1].
The rescaled data can then be binned into 256 discrete values by multiplying
the result with 255. There exist other normalizations such as z-normalization,
t-normalization, standardized moments... etc., that could be more suitable to
the data and distributions in the spectrally decomposed volumes. A logarith-
mic transformation of the data in Figure 3.4 as described in the Section 3.2.1
should result in a distribution which is more symmetrical. In other words more
like the normal distribution. The normal distribution is well suited towards
z-normalization. Therefore this thesis will be using a normalization based on
the standard score value−µ

σ , which is then multiplied by 256 to bin it into the
correct number of discrete values.

The number of possible combinations of values for any given pixel in a slice
or voxel in the full seismic volume is now given by 256N where N is the number
of spectra the data has been decomposed into. Given a situation with 9 different
spectra this would result in 2569 = 4.7223665 · 1021 possible different combina-
tion of values between the 9 dimensions. This is still a very large number for
doing meaningful IVA with. This thesis therefore suggests a method for further
reducing the number of discrete values in the data, by subdividing the data into
four final discrete values according to its mean and standard deviation. The
first discrete value 0 is assigned to any value less than the mean minus the stan-
dard deviation. Any value above that but less than the mean is assigned to 1.
Values equal to or above the mean but lower than the mean plus the standard
deviation is assigned to 2. Finally any remaining value is assigned to 3. This
approach results in a reduction of possible combinations of values for the data
from 2569 = 4.7223665 · 1021 to 49 = 262144. The new number of combinations
is much smaller and therefore hopefully easier to visualize. However, transform-
ing the data from 4294967296 to 256 to finally 4 discrete values has resulted in a
massive loss of detail per volume. On the other hand each step in the reduction
attempts to ensure that as little as possible of the detail needed to determine
the difference between features is lost.

Before the transformations begin, the data is transformed as described in
Section 3.2.1 so that it is more normally distributed. In the first step the data
is then normalized using z-normalization to best preserve detail. Then the data
is discretised into 4 values based on the mean and the standard deviation, which
should give a reasonable classification of very low values, low values, high values
and very high values. This of course breaks with the Castanie et al.’s claim that
the structural data are located in the moderate amplitudes [15] as seen in Figure
3.3. However, this might not hold true for the data we’re looking at anymore
because it has been first spectrally decomposed and then gone through four
different data transformations, including a logarithmic transformation changing
its distribution. Section 4.3 will examine in detail to what degree any real
meaning is lost when using these dimension reduction techniques.
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Figure 3.5: Histogram of the different values for all 9 dimensions of the data in
the slab of time slices 145-155. The x-axis corresponds to a specific combination
of the 4 discrete values (0-262143). The y-axis gives the number of voxels with
that particular combination of values.

3.3 Segmentation and Feature Extraction

Image segmentation and feature extraction are key tools for understanding data
that has been stored in Euclidean grids, where Euclidean grids are grids with
regular spacing between the voxels. Image segmentation lets the interpreter
understand the data as consisting of regions with some kind of similarity between
them. The kind of similarity which this thesis tries to determine from the seismic
data is a similarity inside geological features in horizons. Specifically we aim
to subdivide time slices into regions such as salt, channels and noise, as well as
other characteristics. It would be of further interest if it is possible to use this
subdivision to classify features such as this particular channel or that particular
channel as well as all channels. To achieve the purpose of subdividing the data
into regions of similarity or features the thesis proposes a number of different
approaches. A particular focus is put on techniques relying on the dimension
reduction performed on the spectrally decomposed seismics from Section 3.2.
By taking into account all the decomposed frequency volumes when doing the
segmentation, novel segmentation techniques has been developed.
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3.3.1 Distribution of Spectrally Decomposed Seismics in
the High Dimensional Embedding

One of the first things to determine when looking to segment data is how it
is distributed. The distribution of the data can be used to determine whether
there are any clusters of the data that show similarity between the values. It
would also reveal underlying information about the data, such as the ratio of
values with many instances in the data to the values with few instances in the
data. Since the data is multidimensional, any approach to understanding the
distribution of the high dimensional embedding of the data would have to take
into account all the different dimensions at the same time. To do this it is
possible to use the following formula to describe the assignment of each of the
262144 different values to a unique bin, bin =

∑8
i=0 Ci · 4i where Ci ∈ {0, 1, 2, 3}

is the value of voxel in spectral volume i. Assigning the 9 dimensional vector that
describe the value of a voxel to a single value makes it possible to make cross-plot
of the each bin and its value, as seen in Figure 3.5. This cross-plot demonstrates
that the data is dominated by the values with no other value than 0. The values
with 0 as response in all of the spectral bands should allow the interpreter to
segment out some features that are present throughout the slab. Further looking
at the distribution of the cross-plot we see that there are some other values that
stand out. Using the “inverse” of the formula bin =

∑8
i=0 Ci · 4i which was used

to assign each of the bins we can further determine the exact composition of the
other important combinations in the histogram. The method of segmentation
proposed here, based on the distribution of the spectrally decomposed seismics
in the high dimensional embedding, is a binary one. A pixel or voxel is classified
as either part of or not part of a class of geological features based on whether its
value is identical to a value which is “characteristic” in the slab. This makes it
useful for determining large, obvious features in the data. Large areas segmented
by a method with no form of variation in pixel values can be expected to have
very little of interest to offer the interpreter. A useful application for this method
could be to attempt to use it to automatically classify regions where there are
no features of interest.

3.3.2 Similarities

Seeing how rigid the method for automatic classification described in the last
paragraph was, it makes sense to attempt to create a method of classification
that is not as rigid in how it classifies the features. As discussed in Section 2.2,
Anderson et al. describes a distance measure D(a, b) =

√
(
∑

i (wi · (ai − bi)2))
where wi ∈ [0, 1] is a weight, for extracting features from function fields [31]. A
similar approach can be taken to the quaternary data from Section 3.2.2. For
each pixel px,y let there be a “distance” dx,y from a feature defined by reference
pixel from inside that feature r. Then let dx,y be defined as the number of
px,y’s spectral bands that have a different from value from r in that spectral
band. We can then specify that any dx,y higher than a certain threshold t is
not part of a feature and any dx,y lower or equal to t is part of the feature. This
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allows for a classification of features according to the similarity of their spectrally
decomposed profile. It is possible to further restrict the dissimilarity of the traces
in a feature by stating that the difference between the pixel px,y and the reference
pixel r in any band should not be greater than one. If the distance between
the two values is greater, that means that that pixel is not classified as part of
that feature. As an example let us look at the reference pixel r = (0, 2, 3, 1) for
a volume decomposed into four different spectra. Assuming a threshold value
t = 2 meaning that only a maximum of two values can differ from the reference
pixel in a pixel that is classified as inside the reference pixels value. Then that
would mean that the pixel p0,0 = (0, 2, 2, 2) should be classified as part of the
feature because only bands three and four differed from reference pixel and they
only differed by one. It would also mean that the pixel p0,1 = (0, 2, 3, 3) would
be classified as not part of the feature, although the distance d = 1 which is
smaller than t = 2. This is because p0,1’s fourth band differed with the reference
pixel r’s fourth band with 2 not 1 or 0. The method therefore considers p0,1’s to
be too different from the reference pixel not because of the distance d between
the two, but because one of the values in p0,1 was too different to the one in r.

The technique described here should result in a segmentation/feature extrac-
tion technique that should be able to classify features that are not completely
uniform in their spectrally decomposed profile but still remain somewhat robust
against misclassification. The technique should also be able to achieve the same
results as the technique described in Section 3.3.1. By setting t = 0 the results
from this method should be identical to the one in Section 3.3.1 since neither
would classify a pixel with any difference to the reference pixel as part of the
feature. By choosing the value of the threshold t and the seed or reference pixel
r in the image carefully one should be able to classify major features such as
salt or channels. Just as with the method from Section 3.3.1 the method results
in a binary classification. Either the classification is in a feature or it is not in
a feature. This makes the method useful for applications where semi-automatic
extractions of features are of interest. However, for visualization of time slices,
these rough binary techniques are less useful as they remove important details
from the image in return for excellent contrast.

3.3.3 Degree of Belonging to a Feature

What is needed to achieve a segmentation of a seismic time slice for the purpose
of visualization is a technique that enhances the contrast between pixels in a
feature and pixels outside the feature, but also keeps the details that may or may
not be a part of the feature. To this end a concept of degree of belonging to a
feature can be useful. Such a concept of the degree of belonging to a feature can
be realized by classifying a pixel using fuzzy rather than binary logic. Instead
of using the binary 1 (true) and 0 (false) to determine whether a pixel is part
of a feature, fuzzy logic permits the use of a continuous classification using
cx,y ∈ [0, 1] for the pixel px,y where 0 is cx,y being the least in a feature and 1 is
c being the most in a feature. This means that features can be described by a
sort of distance measure. We propose a technique based on a transfer function

31



Figure 3.6: Transfer function for segmenting the data according to fuzzy logic.
The x-axis gives the number of those spectral bands that are different from the
reference pixel. The y-axis gives the degree of belonging to the feature described
by the reference pixel.
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from the distance measure dx,y introduced in Section 3.3.2, to the classification
cx,y of the pixel px,y. An example of such a transfer function can be found
in Figure 3.6. The transfer function is defined as a windowed ramp function
with a center c′ and width w. The center c′ can be seen as an analogue to the
threshold parameter t from the Section 3.3.2. It decides how much of the data
is considered part of the feature given by the reference pixel r. The wideness
of the ramp adjusts the contrast of the image or mask of cx,y created by the
transfer function. By adjusting the w parameter the interpreter can decide how
much the classification cx,y should be blurred by the details of the distance dx,y
between the px,y and the reference pixel r. Again the degree of belonging to a
feature can be used to achieve the same results as in the preceding versions of
the segmentation technique. By setting the width w = 0, the function becomes
the same as in Section 3.3.2. In that case the center c′ becomes the functions
threshold replacing t. Since c′ now serves as t it is simply a matter of setting
c′ = 0 and keeping w = 0 to arrive at the same results as those in Section 3.3.1.

The method described in this subsection has several advantages over the
previous versions. Improved user interactivity permits the interpreter to affect
the segmentation process to a greater degree. In addition to controlling the
“cutoff rate” of the segmentation like, in Section 3.3.2 the interpreter can also
control the contrast between the pixels inside and outside. This lends itself well
to the use with already known visualization techniques such as drawing directly
to an image as will be explored further in Section 3.4. In general, the introduc-
tion of width parameter results in a technique which is more in line with the
idea of “manipulating” the contrast in the visualization. It is known from prior
works such as the View Locked Color Image Grand Tour that choosing which
contrast to look at is important for the resulting visualization. In the View
Locked Color Image Grand Tour, contrast is “manipulated” by choosing differ-
ent spectral bands to visualize, and the contrast shows the geological features
that are characterized by the combination of the different frequency bands [27].
The results from “manipulating” the contrast with the w parameter should be
that features emerge that are characterized by the distance d to the reference
pixel or seed point of the feature.

3.3.4 Managing and Combining Segmentations

Having created a method for segmentation it is important to devise some way
to manage the results. In particular it becomes important to have some way
of managing the different segmentations for doing the IVA which will be de-
scribed in Section 3.4. We suggest allowing the interpreter to store a particular
segmentation for later use as part of a method for managing the results. The
segmentation can first be defined using IVA and then be stored if the interpreter
wishes to keep it. Afterward new segmentations can be defined and if the in-
terpreter has need of the old one again he need only reload it to an appropriate
channel in the visualization (in the case of this thesis a color-channel).

The storing of the different segmentations opens up possibilities of combin-
ing the stored segmentations, for the purpose of either refining the results or
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Figure 3.7: An Abstract Syntax Tree (AST) of a code in the language of set
operators up on sets or elements of sets. The set operators standard union (∪)
and standard intersection (∩) are shown in red, while the sets/elements A, B
and C are shown in black. This AST corresponds to the code (a ∩ b) ∪ d.
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increasing the amount of a feature present in a segmentation. For the purpose of
combining fuzzy values, fuzzy set and logic operators are generally suitable. In
this thesis the following four fuzzy operators are considered; the standard com-
plement, intersection and union from fuzzy set theory and exclusive or from
fuzzy logic. The standard complement is defined as ¬a = 1 − a and is used
as a form of inversion of the segmentation. Standard intersections are defined
by a ∩ b = min(a, b) and can be used to refine the results of a segmentation
a, by removing any value that is not also present in an other segmentation b.
A standard union is defined by a ∪ b = max(a, b) and can be used to define
a feature that is part of two different segmentations [45]. Lastly exclusive or
(XOR) is known from fuzzy logic and general logic as a⊕ b = (a∪ b)∩¬(a∪ b).
Exclusive or can be used to define features that are defined by being either in
segmentation a or segmentation b. An application of this could be to refine a
segmentation by performing an exclusive or on the segmentation being refined a
with the segmentation that is not part of the feature a is attempting to describe
b. Practically these operators are used on each pixel the images the segmen-
tations a and b generate when applied to a time slice. In other words the cut
operation could also be described as pa,x,y ∩ pb,x,y = min(pa,x,y, pb,x,y), which
means that for each pixel in a it is compared to the corresponding pixel in b
and this is used to create a new pixel for the new segmentation.

In practice we propose the following scheme for storing the different segmen-
tations and their combinations. First let all segmentations be defined by their
reference pixel r and their transfer functions parameters c′ and w. By stor-
ing these three values any segmentation can be recalculated given a time slice.
An advantage by having an approach based on recalculating the segmentation
rather than storing the results is that the same segmentation can be applied to
different time slices. Thereby giving the interpreter insight into how the geology
changes over time. Since rather than storing an image of the segmentation has
to be recalculated every time it is used, it was necessary to device an approach
that allows for the storage of every step in the operations. The approach we
chose was to simply use the fact that it is known that symbolic logic and set
operations can be described in an Abstract Syntax Tree (AST). How this works
can best be explained by an example. Assume that the interpreter wishes to per-
form the following operations. The interpreter wishes to refine a segmentation a
by removing any part of the segmentation that is not also part of segmentation
b. To this end the interpreter uses the standard intersection a ∩ b = c, which
results in the new segmentation c. Further the interpreter wishes to combine
the new segmentation c with a segmentation d. The combination is accom-
plished by taking the standard union (a ∩ b) ∪ d = c ∪ d = e, resulting in the
final segmentation e. From this it can be seen that the segmentation e has two
sub-levels of steps a ∩ b = c and c ∪ d = e. The AST created from the code the
(a ∩ b) ∪ d can be seen in Figure 3.7. The AST can be evaluated by doing a
traversal of the tree where for each node with an operation (shown in red), that
operation is applied to its child nodes it is possible to evaluate any combination
of logical and set operations on the different segmentations [46]. The AST based
technique satisfies the need to be able to store each segmentation using only the
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reference pixel r and the transfer functions described by c′ and w. Resulting
in a technique in which comparisons between the different time slices remains
possible.

3.4 Time Slice Based Methods and IVA

Visualizing time slices directly is a well known technique as can be seen in Figure
2.2 and 2.6.A. The visualizations are well suited for the exploration of geological
features that are embedded in strata. To examine these we can use the known
methods of showing direct luminance images of a frequency band’s amplitudes
or showing the RGB blended images of three such luminance images [10]. An
example of the luminance type image which has gone through the pre-processing
steps mandated by Section 3.2 can be seen in Figure 4.10.B. A corresponding
example of an RGB blended image can be seen in Figure 4.2C-D. The visual-
izations can then be used as a baseline for the interpreters understanding of
the slice. By examining these images some features usually become apparent to
the interpreter. These features can then be segmented out seeding the reference
pixel for the segmentation technique described in Section 3.3.3 in those features.
To enable the selection of a feature, the interpreter begins by choosing which
color channel to assign that segmentation to. After the color channel has been
selected he can choose the feature by left clicking at a pixel in the feature. The
selected pixel now becomes the segmentation’s reference pixel. The reference
pixel along with the transfer function described in Section 3.3.4 seen in Figure
3.6 is then used to construct a fuzzy segmentation of the image. These values
describing to which degree a pixel is considered inside or part of a feature are
then mapped to the image on a chosen color channel, as can be seen in the red
parts of Figure 4.16.A. All pixels with the value 0 from the segmentation are
defined as being completely outside the segmented feature. The baseline image’s
luminance value is then assigned to those pixels. This results in a gray-scale
context for the features as can be seen in Figures 4.14.B-C and 4.22.C.

By refining the transfer functions parameters width and center, it is possible
to determine the amount of detail and pixels in the segmentation. The width
determines the number of degrees of belonging to a feature a segmentation
classifies the time slice into. The center of the transfer function can be used
to decide the number of pixels that belong to a given feature. This will be
explained in greater detail in Section 4.4.

To further explore the data it is possible to change a color channels reference
pixel. Since the different pixels in a feature are not likely to be completely
identical (as demonstrated by Figure 3.5) changing the reference pixel should
slightly alter the segmentation of time slice. Even if the pixel selected is very
similar to the last reference pixel. By varying the reference pixel within a
selected feature, it is possible to get different segmentations of the same feature,
which could provide an insight into a possibly more exact version of the feature
than the ones provided by either of the segmentations. In fact by making
selections that appear to be at the end of a feature it should be possible to
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make out whether the feature continues with a different spectral profile in a
particular direction. Using this technique it should be possible to reveal details
about some of the features, which might be hidden in the regular visualization.

So far we have discussed the usage of the interactive exploration using a
single color channel. However, there are in total three color channels in an RGB
image. It is known from related works that the color-blending of three spectral
frequency bands into three different channels can reveal interesting information
that is not visible in a single band. The information is revealed because of the
contrast between different thicknesses shown in the different spectrally decom-
posed bands [9]. From this it makes sense that it should be possible to reveal
similar information by looking at the contrast between the different segmen-
tations. By examining the contrast between the segmentations, features that
are characterized by being combinations of the different segmentations should
emerge. For instance a channel could be characterized by the being very much
in a segmentation a (close to a value of 1) and only halfway in another seg-
mentation b (close to a value of 0.5). Then given that a is assigned to the red
channel and b to the green channel, it should result in channel showing up in
orange which has a decent contrast against both green and red.

3.4.1 Manipulating the Segmentations

Continuing the argument about comparing different segmentations it makes
sense to introduce a system for storing and manipulating the segmentations.
Such a system was introduced in Section 3.3.4. This section will deal with how
to utilize the system for doing IVA. The proposed system allows the interpreter
to store any segmentation from the visualization by first choosing that segmen-
tation’s color channel and then saving it. After the segmentation is stored the
interpreter may make any changes to the segmentation in the color channel
without it affecting the stored segmentation. A stored segmentation is im-
mutable and can not be changed. To use a stored segmentation the interpreter
simply chooses the color channel to assign it to and then selects it from the
segmentation-manipulation view were it is shown. By using the techniques for
investigating the slices described in Section 3.4.1 the interpreter can first find
interesting segmentations and then store them for later use and comparison.
An interesting application to the storage system arises when combined with the
RGB blending. The interpreter can take his/her time exploring the slice and
identifying and storing interesting segmentations. It is then possible to compare
different RGB blendings of the segmentations to see if interesting features that
are part of different segmentations are present.

Since the stored segmentations are immutable, manipulating the segmenta-
tions as described in Section 3.3.4 results in the creation of new segmentations
rather than replacing them. Manipulation of the segmentations is done through
the fuzzy operators described in Section 3.3.4. As described in that section, the
fuzzy operators can be used to achieve a number of results when it comes to
combining or refining segmentations. This is of particular use with the IVA tech-
nique where, the interesting segmentations of a time slice can be identified and
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stored through the exploration techniques described above. The stored segmen-
tations can then be visualized in a grid-structured view of the segmentations (see
Figure 5.1.A) allowing the interpreter to combine different segmentations using
fuzzy operators and select which segmentations to display in Section 3.4.1’s
color channels. The process of storing the segmentations from the time slice
view in the new segmentation view and then letting the segmentations in the
time slice view be selectable from the segmentation view constitutes a linking
of the two views. Introducing the segmentation view results in the IVA-based
approach proposed here classifying as a level 2 IVA technique according to Sec-
tion 2.4’s classification scheme by Gunther H. Weber and Helwig Hauser [38].
By allowing the interpreter to make logical combinations of selections through
fuzzy operators it is possible to reveal further information regarding the under-
lying structures as discussed in Section 3.3.4. The mask management in the
segmentation view is used for feature localization. It allows the interpreter to
select features that are defined by being part of segmentations created and/or
selected in the segmentation view. Local investigation of these features is done
in the time slice view. The time slice view lets the interpreter through the red,
green and blue color channels see exactly what the resulting features are of a
combination of up to three segmentations at a time for a time slice. Combined
the methods described in this section results in a novel technique for IVA of
time slices of seismic reflection volumes based on segmenting the data.
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Chapter 4

Demonstration

In Chapter 2 we presented several state of the art methods for visualizing spec-
trally decomposed seisimics known from prior works. Chapter 3 introduced
several new possible techniques for investigating and visualizing spectrally de-
composed seismics. This chapter aims to demonstrate to which degree the
techniques work and to compare the results to the results of other techniques
known from Chapter 2. The techniques are tested on a data set provided by
the University of Bergen. The data has been decomposed into nine different
spectral bands using a commercial spectral decomposition technique by Statoil.
Each of the nine bands have a width of 10 Hz and combined they cover the
range of 10 to 100 Hz.

4.1 The Dataset

The dataset as provided on the SEGY format, which will be described in Section
5.1. It was acquired from a region of the coast of Angola and then spectrally
decomposed into 9 spectral attributes. The final set of data provided to me
consisted of the original seismic reflection data, the 9 spectral volumes and a
variance volume. The variance volume was not used in this thesis.

The data contains many interesting features. In Figure 4.2.C and Figure
4.2.D the first and last non-zero spectrally decomposed time slices can be seen.
There are many interesting features in this data that will be examined in the
demonstration part of the thesis. Some of these features are present throughout
most of the dataset. At the bottom of both Figure 4.2.C and Figure 4.2.D we
can see a V-shaped gap between the primary area of the data and two other
smaller areas. Also observable is a large white spot in the center of Figure 4.2.D.
This white spot is a salt diapir, which is a thick bedding of evaporate minerals
(soluble in water) such as salt or halite. To the left, below the white spot is
another such salt diapir. Both these salt diapirs are present throughout the data
and can be made out vaguely in Figure 4.2.C as well. A better visualization of
the two salt diapirs can be seen in Figure 4.3.C. The primary features that the
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A) B)

Figure 4.1: A) The highest bin in the histogram of non-zero minima is selected
(shown in red). B) An AND operation (see Section 2.4) is applied to one of
the traces in that selection (also shown in red). The trace’s lowest frequency
response seen to the left side of the trace is larger than most of the other traces.

interpreter would want to gain insights into are the volumes channels. There are
2 primary areas with channels in the data. The areas are marked by the labels
1 and 2 in Figure 4.2.D. Unlike the salt diapirs the channels outlined in Figure
4.2.D are not present throughout the data. Instead their presence, location and
shape vary according to the depth of the geology. As an example of this we can
see some of 1’s channel system in Figure 4.2.C but none of 2’s [47, 48]. When
examining the data we also discovered that part of 1’channel system splits of
into a system of river deltas in the lower middle of the primary area. Examples
of this can be seen in Figure 4.21 and is explained in detail in Section 4.5.

4.2 IVA of Statistics Using ComVis

Section 3.1 describes statistics that could be useful for gaining understanding
of features in the data when examined in a general Interactive Visual Analysis
(IVA) application. This thesis has examined the statistics and seismic traces
using ComVis. ComVis is a general IVA application that allows the user to
examine the data linking between multiple views and using several different
types of visualizations. For this section, three different types of visualization
have been employed. Scatter-plots (cross-plots) at a regular grid for the different
points in the image/top of the volume, histograms for the distribution of the
statistics and time series visualizations to show the seismic traces. ComVis
provides the user with a linking and brushing system as discussed in Section
2.4. The system uses a concept of entries, with each entry having a given number
of attributes. Attributes are linked for each item and selections are made using
the brush not over the attributes, but over the items. This means that if the user
for instance selects all median values over 1.24 · 108 in a histogram visualization
of the median values for each trace, then those traces would show up as selected
in a scatter-plot visualization of the traces as well. The connection between
different views will be used to demonstrate for each statistic the effect selecting
an interesting range of values has on the other views of the data.

40



A) B) C) D)

1

1

2
2 1

3

3 3

Figure 4.2: A) A selection is performed on the highest values (red) in the data.
B) The values selected in A are shown in red. There are at least three interesting
possible features in the data. 1 and 2 are possible channels due to there snakelike
shape and 3 is an unknown possible feature. C) Time slice 30 is the first slice
with non-zero data for the spectrally decomposed traces. Channel 1 is possibly
identified and feature number 3 could be the tip at the bottom of the image. D)
Time slice 192 is the last slice with non-zero data for the spectrally decomposed
traces. Possible identifications of channels 1 and 2 as well as the feature 3.

Global Non-zero Minima

The non-zero minimum statistic is described in the start of the standard statis-
tics paragraph of Section 3.1. One of the claims made about the non-zero mini-
mum is that it describes the lowest frequency response of the trace, by linking a
histogram view of the non-zero minima with a time series view of the traces. It
is possible to determine how a trace with a high non-zero minimum looks and
compare it to the other traces. In Figure 4.1 an example of such a procedure
can be seen. The resulting view of the traces demonstrates that all the traces
have their non-zero minima close to the endpoints of the traces. This in turn
means that the use of this statistic should provide a good means for segmenting
the data on either at the beginning or at the end of the traces. In Figure 4.2.A
a selection is performed on the traces with the highest non-zero minima. This
creates a segmentation shown in Figure 4.2.B where three interesting possible
features can be discerned. These are then compared to the first (Figure 4.2.C)
and last (Figure 4.2.D) non-zero time slices to try to identify the possible sources
of these features. We find two possible matches in the first non-zero time slice
and three in the last non-zero time slice.

Global Maxima

The maximum statistic is also discussed in the standard statistics paragraph of
Section 3.1.1. The maximum statistic should be able to tell the location of traces
with high frequency responses. However, it is equally interesting to look at areas
without any high frequency responses at all. That could indicate the presence
of certain features such as salt. In Figure 4.3 two possible salt diapirs are
identified. The process begins by selecting the largest maximum traces, as seen
in Figure 4.3.A. This results in a scatter-plot with two interesting “holes” in the
segmentation shown in Figure 4.3.B. Finally to see whether this corresponds to
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Figure 4.3: A) The highest maximum values are selected in the histogram view.
B) The resulting scatter-plot particular two possible features. C) Examining
several slices throughout the data set two possible matches for data are discov-
ered. A visualization of the original seismics time slice nr. 84 is taken from the
Petrel seismic visualization application [49], to show the possible two identified
features.

any known salt diapirs the interpreter goes through the volume to try to identify
the two features. We found two possible matches as shown in time slice 84 as
shown in Figure 4.3.C.

Mean and Median

As described in the paragraph on central moments in Section 3.1.1 the ex-
pectancy of the value of a trace should be possible to use to roughly segment
the 2d projection of the image according to whether you expect to find much of
features with high, medium or low amplitude values. Figure 4.4 demonstrates a
segmentation approach based on selecting the mid-range values from the mid-
range frequencies (40 to 60 Hz). In the resulting image in Figure 4.4.C it is
possible to make out three interesting features. Features 1 and 2 are located
in areas that are known to contain channels in multiple strata and feature 3 is
located at the same spot as a large salt diapir. The results of the segmentation
demonstrates the application of using the expected value µ (the mean) to seg-
ment the traces in the volume according to what kind of feature is expected to
be found in each region. Similar results were achieved with the median statis-
tic. However, it was not possible to conclusively decide which method was best
suited for use the segmentation scheme.

IQR and Standard Deviation

Interquartile Range(IQR) and standard deviation are measures that provides
the interpreter with information regarding the scale of the data. They should
therefore provide information about the range of the values within the trace. As
seen in Figure 4.5 the distributions of the values of IQR, standard deviation and
mean are very similar. The same is also true for the median. Trying different
combinations of selections on the IQR and standard deviation histograms, it
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Figure 4.4: A) A medium expectancy reflection values are selected in the his-
togram of mean values. B) The histogram of the different spectral bands is used
to restrict the selection to only values from the 50 to 60 Hz volumes. C) The
result of the selection is that both high and low expected values are grayed out
in the scatter-plot. It is possible to identify 3 interesting areas with known fea-
tures from examination of the data. The gray lines at points 1 and 2 correspond
to areas where we expect to see many channels with high values. The gray blob
at 3 is located in the vicinity of a known salt diapir.

A) B)

C) D)

Figure 4.5: A/B) A selection is made of all the traces that have a slightly low
IQR and are part of the 50 to 60 Hz and 60 to to volume. C/D) The selec-
tion corresponds to a slightly moved normal distribution for both the standard
deviation and the mean.
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Figure 4.6: A) The highest values in the skewness statistics are selected. B)
This corresponds to selecting the gap region shown in red. C) More of the
skewness values are selected. D) This leads to a better segmentation between
the gap features and the rest of the data.

became apparent that the results achieved by looking at measures of range are
very similar to those achieved by looking at mean and median. The same also
appeared to be true for standard deviation. This is not surprising due to the
fact that they are both measures of the scale of the distribution of values in
the trace. As seen in Figure 4.5 selecting a region of values from the IQR
statistic for some spectral bands, results in a similar distribution of selections
for both of the other measures of scale (standard deviation and the mean). The
similarity between the two measurements distribution in the data indicates that
for this particular data set, the measure of scale and the measure of averages
characterizes the same features. Why the two measures are characterizes similar
traces can be explained by looking at the traces in Figure 4.1.B. In Figure 4.1.B,
the selected trace shown in red, can be seen to have a gradual change in values
until it reaches each minimum and maximum. It can further be seen that the
traces have a wave like structure swinging upwards towards a local maximum
and then downwards towards a local minimum. This means that a trace with a
tall peak should have both a large measure of average given that it will contain
a larger number of high values and a large measure of scales due to the big
difference between the values close to the local maxima and those close to the
local minima. This is why it can be expected that regions that are characterized
by traces in a certain range of averages are also characterized by a similar range
of scales.

Skewness and Kurtosis

Skewness and kurtosis are measures of the shape of the distribution of the traces.
In Figure 4.6 The results of segmenting out the highest skewness values are. It
appears that the gaps between the major areas in the volume are characterized
by a highly skewed distribution. Further investigation shows that by selecting
the highest values in the skewness distribution the most central pixels in the
gap are classified, as shown in Figure 4.6.A-B. Figure 4.6.C-D demonstrates
that by including slightly lower values pixels that are at the edges of the gaps
between the features are also classified. The Figure 4.7 reveals that the opposite
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Figure 4.7: A) The lowest skewness values are selected. B) The selection is
restricted to the two highest frequency bands. C) The resulting selection results
in the features that are not part of the gap being shown in red.
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Figure 4.8: A) The RGB blended image of slice 113’s first three frequency
bands. B) A segmentation of A based on the highest values in the 90 to 100
Hz slice. C) The histogram of the selected values in B. 1-3) Gaps between the
major geological bodies. 4-5) Salt diapirs that are visible in both A and B. 6-7)
Channels that are visible in both A and B.

selection results in a classification that does not consist of the gaps. By selecting
the lowest values for the skewness in Figure 4.7.A and the highest frequency
bands in Figure 4.7.B the selection ends up classifying the pixels that are not
part of a gap between the major areas. However, looking at examples such as
the one in Figure 4.4.C, it is apparent that the gaps are present there too. The
similarities in the results suggests again that the statistics largely classify the
same things when looking at the entire volume. The same appears to be true
for the kurtosis data, which has a similar distribution to the mean, median... et
cetera. The similarities of the results for the different per trace statistics in this
section indicate that the usage of a wide variety of per trace statistics might not
be necessary. A single statistic be it a measure of scale, averages, shape of the
distribution or minimum/maximum statistics should generally be enough to get
an overview of the data. The usage of more than one statistic is likely to just
duplicate the results since a few large features appear to dominate the volumes
statistics.
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Time Slice

A key questions that needed to be answered before proceeding with the develop-
ment of segmentation techniques based on amplitude values was whether useful
information could be extracted from simply conducting a binary segmentation
on a single frequency band. In Figure 4.8 such a simple binary segmentation
is conducted for time slice nr. 113 based on the amplitude values of the 90 to
100 Hz spectral band. The most highly expressed values of the time slice are
selected in Figure 4.8.C. The resulting segmentation of the time slice can be
seen in Figure 4.8.B. Several interesting features that can be seen in the stan-
dard RGB blended image of the data in Figure 4.8.A, are also visible in the
segmentation in Figure 4.8.B. In particular it is easy to see The structure of
the gaps (1 and 2) and diapirs (3 and 4) in the slice. However, other features
are also visible two channels (5 and 6) can be seen in both the RGB blended
image and the segmentation. The results of this simple segmentation of a single
frequency band demonstrate that it is possible to very easily conduct an interest-
ing segmentation of the seismic time slices based on the spectrally decomposed
attribute. More sophisticated methods might manage to separate more clearly
between the different features (1-6) as will be seen in Section 4.4.

4.3 Transformations

In Section 3.2 two methods for transforming seismic data was introduced. The
methods can be used either as standalone pre-processing steps or together. The
work in this thesis has chosen to use both pre-processing steps together to reap
the benefit of both a change in contrast and a reduced range of values. This
section will demonstrate the effect that the two pre-processing steps contrast
modulation and discretisation has on the data. The transformations on the
data examined here are important to this thesis because they make the data
compatible with the segmentation methods described in Section 3.3. Without
performing at least the discretisation step it would not be possible to utilize
any of the segmentation techniques introduced in this thesis. The segmentation
of the slices is the basis for the IVA approach from Section 3.4. Since the two
main contributions of this thesis are the segmentation and IVA techniques and
these depend on the data to be in a form achieved by these transformations. It
is key to this thesis to demonstrate that these transformations do not result in
the loss of important information.

Logarithmic Scale

The first part of transforming the data deals with how much of the data is
visible. Section 3.2.1 proposes to use a combination of a good normalization
scheme and a modulation of contrast for each slice. Since all images in modern
computers are limited to 256 values per pixel it makes sense that each image
would have to be rescaled from the unsigned integers and 32 bit floats that they
are normally scaled to in the SEGY format. The data is also supposed to have
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Figure 4.9: A) Time slice nr. 76 normalized with z-standardization, but no
logarithmic transformation applied. B) The same time slice normalized with
z-standardization and transformed with the logarithm of 10.

structural information “hidden” in the amplitude values around the peak of the
slices distribution [15]. We therefore proposed in addition to scaling the data to
z-normalized scale, to then scale the z-normalized data to a logarithmic scale.
Due to the change into a more uniform distribution of values the logarithmic
scale should accentuate the data that was hidden in the amplitudes close to the
peak. A demonstration of this in practice can be seen in Figure 4.9. In Figure
4.9.A the time slice is shown using only z-normalization. The result can be
seen to give large areas of the data that is “shrouded” in darkness. This stands
in contrast to Figure 4.9.B where a logarithmic scaling has been performed on
the data, populating the image with structural information and noise. As can
be seen in these images taking a logarithmic scaling of data instead of just
normalizing can result in more features becoming visible, an increase in image
noise and a decrease in the sharpness of the image.

Discretisation

Using the techniques demonstrated above it is possible to create images which
show a large amount of seismic information in 256 discrete values (8-bit color-
or luminosity-channel). However, as discussed in Section 3.2.2 data with 256
discrete values per dimension are not well suited for the IVA and segmenta-
tion techniques to be demonstrated later in this chapter. A more sophisticated
discretisation scheme for 4 values instead 256 was therefore introduced. This
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Figure 4.10: A) Time slice nr. 113 after z-normalization and logarithmic trans-
fer. The two marked channels 1 and 2 can be seen easily. B) The same time
slice mapped to 4 rather than 256 distinct different values. The two marked
channels 1 and 2 are more difficult to see.
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Figure 4.11: A-C) RGB blending of time slice nr. 113 after discretisation into 4
values. A blends bands 10 to 20 Hz (red), 20 to 30 Hz (green) and 30 to 40 Hz
(blue), B 40 to 50 Hz (red), 50 to 60 Hz (green) and 60 to 70 Hz (blue) and C
70 to 80 Hz (red), 80 to 90 Hz (green) and 90 to 100 Hz (blue). D-F) The same
scheme of RGB blending as in A-C only without discretisation into 4 values.
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technique relies on using the mean and standard deviation of the images value as
was described in detail in Section 3.2.2. Since this discretisation is to be used for
the further investigation of the data it is important to examine to which degree
structural information such as channels are lost during this transformation. An
example of the discretisation of the first spectral band at time slice nr. 113 can
be seen in Figure 4.10. In Figure 4.10.A the 256 discrete values image it is easy
to see the details of the two channels 1 and 2. However, in Figure 4.10.B where
there is only 4 discrete values some of the information from the two channels
appears to be “lost” into the background. This means that although most of
the feature can be made out from the new image there are some details that are
not present.

The purpose of the segmentation methods in this thesis however, is not to
look at each band individually. Rather it is to examine the combination of all
the bands together and using the difference between them to attempt to gain
insights into the data. To accomplish this it makes sense to compare images that
visualize more than a single frequency band at a time. It is known that common
method for visualizing three frequency bands at a time is to blend them in and
RGB image by assigning each of the different frequency bands a different color-
channel. Figure 4.11 shows the difference in the RGB blended visualizations
generated by the 4 discretised data and the 256 discretised images. As can
be seen from the images, the 43 discretised images (A-C) now show as much
of the data as the 2563 discretised images (D-F). However, the contrast and
sharpness between the features is often much better in the 43 discretised images
than the 2563 discretised images. The 43 discretised images has a few number
of distinct values 43 = 64 compared to the 2563 = 16777216 distinct values
of the 2563 discretised images. Also when a 4 discretised value is displayed in
an RGB image channel of 256 discrete values. Then the 4 discrete values will
be mapped such that each value v1 have a difference with another value v2 of
(v1 − v2) · 255

3 = (v1 − v2) · 85. Because the discrete values 0, 1, 2 and 3 are
mapped to the values 0, 85, 170 and 255. Whereas when mapping 256 values to
the integers in [0, 255] in the same fashion, we end up with the identity function
f(x) = x where x ∈ [0, 255]. Together these two facts combine to create situation
where similar combination values will have very different shades or colors in the
43 discretised images as compared to the 2563 discretised images. Because the
example in Figure 4.11 indicate that it is possible to recover the information
lost in the discretisation to 4 discrete values we conclude that it is reasonable
to use this discretisation scheme for the segmentation and IVA portions of this
thesis.

4.4 Segmentation of Spectrally Decomposed Time
Slices

One of the key contributions of this thesis is the segmenting the spectrally de-
composed time slices described in Section 3.3. By using the transformed data
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shown in the last section it is possible to extract features from the time slices
based on the combination of all the different frequency bands at once. This sec-
tion will demonstrate in practice the results of using these techniques on time
slices in practice. The techniques shown here are all related and represent the
different steps needed to come up with the final technique that will be used to
conduct interactive exploration of the data in the Segmentation Based IVA and
Exploration Use Cases section. Although each of the three segmentation tech-
niques shown here can be used to derive the results of the preceding techniques,
they generally achieve very different looking results.
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Figure 4.12: A) The RGB blending of the three first spectral bands in the
decomposition of time slice nr. 113. B) Pixels with every spectral response
equal to 0 for the 4 valued discretisation shown in red. This is the most common
combination of values according to the histogram shown in Figure 3.5. C) The
pixels where the 10 to 20 Hz bands response is 1 and every other value is 0.
C) Pixels where all values are 2. The 2nd most common combination of values.
D) The 3rd most common combination is the pixels where the two first bands
have a frequency response of 1 and the rest a response of 2. E) The 4th most
common combination is the pixels whose value are two in all other bands than
the 3rd.
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Figure 4.13: A) The 113th time slice. B) A binary mask generated by taking
all pixels where every frequency bands value except for one has the value 0. C)
B) The binary mask generated by taking all pixels where every frequency bands
value except for one has the value 1.

Histogram Based Segmentation

Figure 3.5 shows a histogram on the form of a cross-plot of the combination
of values present in the slab of the time slices 145-155. It would be of interest
to extract the most common combinations from the time slices to see if any
interesting features emerge. In Figure 4.12 an example of this for time slice nr.
113 is shown. Figure 4.12.B shows a major feature characterized by having 0
amplitude response for all the different frequency bands. The feature charac-
terized by the 0 value has been present in all the images shown of the data-set
until now. It is present throughout the data and dominates the statistics in
Section 4.2. Therefore it comes as no surprise that it shows up in the histogram
based segmentation as well. Figure 4.12.C demonstrates that the feature is also
characterized by regions that have 0 in almost all the frequency bands. Similar
combination of values characterizing the same features showcases the weakness
of the histogram based segmentation. The Figure 4.12.D, 4.12.E and 4.12.F are
the second, third and fourth most common combination of values in the image.
They are almost identical combinations of values and seem to characterize the
same features. However, none of these segments are large enough to properly
describe a feature. This demonstrates that although features with extremely
uniform characteristics such as the gap in Figure 4.12.B-C can be described by
the histogram technique. Some kind of similarity based technique is required
for other less uniformly characterized features.
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Figure 4.14: A) A selection is made of a reference pixel or seed-point r in the
upper left channel of time slice 134. B) A segmentation based on r from A
is made using the threshold t = 5. C) The same segmentation with a higher
t-value, t = 7. This results in a segmentation where more “channel-pixels” are
classified as part of a channel feature. However, more pixels that are not part
of a channel are classified as being part of one.

54



A B C D

E GF

B

C

E

D

F

G

Figure 4.15: A) The 134th time slice. Selections B-G shows the reference pixels
r for images B-G. B) Extracts the large black feature from the slice with the
threshold t = 6. C) Extracts the areas similar to the salt diapir in the center
of the image with t = 6. D) Extracts the snaky like feature on the left side of
the main formation using t = 6. E) Extracts the channel to the top left of the
slice with t = 6. F) Extracts an area that is dissimilar to the area in E at t = 5.
G) Extracts the area similar to the dark blue region on the right side of the
formation (t = 5).

55



Similarity Based Segmentation

As demonstrated in the last paragraph a similarity based approach is needed to
tie together the different segments from the histogram based technique. Figure
4.13 shows a simple example of segments based on similarity from time slice
nr. 113. In Figure 4.13.B the reference pixel r is set to 0 for all frequency
bands and the threshold t is set to 1. Comparing the resulting image to the
results in Figure 4.12.B-C it is easy to see that the mask segments a much larger
amount of features. A similar result can be seen in Figure 4.13.C, where the
reference pixel is set to 1 for all frequency bands and the threshold is also set
to 1. The improvement in the segmentation demonstrates that similarity based
segmentation can render results capable classifying larger features.

To evaluate the efficiency of the segmentation technique it makes sense to
introduce the concepts of specificity and precision from statistics. Sensitivity can
in this case be defined as sensitivity = number of true positives

number of true positives+number of false negatives =

the degree to which the segmentation extracts all the pixels in a feature [50]
and precision can be defined as precision = number of true positives

number of true positives+number of false positives =

the degree to which the segmentation does not includes incorrect pixels [51].
Together these can be used to determine the robustness of the segmentation.
A segmentation with high sensitivity would be useful for finding the possible
extent of a type of feature. Whereas a segmentation with a high precision can
be used to determine what parts of the image are very likely part of a type of
feature.

An example of this technique in practice can be seen in Figure 4.14. A
reference pixel r is chosen from a channel in Figure 4.14.A. The method now
attempts to create a segment containing all pixels similar to the reference pixel.
A low threshold of t = 5 is shown in Figure 4.14.B. The classification has a
high degree of precision in the pixels selected for the segment. Most of the
selected pixels appear to be part of similar channels to the selected one. In
Figure 4.14.C a slightly higher threshold t = 7 was chosen. The resulting
image had a higher number of pixels that were part of channels be part of
the segmentation (higher sensitivity). However, it had a lower precision due
to many more pixels that were not part of a channel being included in the
segmentation. This demonstrates the effect of increasing the threshold t should
result in reducing precision, but increasing sensitivity. The effect of changing
t has on the two measures for evaluating the segmentation makes sense from a
mathematical standpoint. Increasing t results in pixels that are more different
(the distance d) from the reference pixel being included in the segmentation.
This means that the number of pixels in the segmentation that are actually
part of the feature should go up (increasing sensitivity). But it also means
that the number of pixels in the segmentation that are not part of the feature
should go up even more (lowering precision), due to the difference between the
reference pixel and pixels also included in the segmentation increasing. Some
further examples of the technique in action can be seen in Figure 4.15. In
Figure 4.1.B the gap feature is segmentented out. In Figure 4.1.C the center of
the central diapir is extracted. Figure 4.1.D classifies the area around the salt
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Figure 4.16: A) The 135th time slice is used to select a seed-point or reference
pixel r for the red and green color channels. B) The resulting image when the
transfer functions are applied. The green transfer function has a wideness w = 0
and the red transfer function uses w = 2. This results in the transfer functions
creating three possible degrees of being in the red feature (two shades of red
and black) and a binary assignment of being in the green feature.

diapir. While Figure 4.1.E-G examines the relationship between the two most
commonly seen channels and their surrounding.

Transfer Function

In addition to looking at the binary concept shown in the preceding examples
the distance concept lends itself well to applications using fuzzy sets and logic
where it is possible to make the distinction between degrees of belonging to a
feature. To exploit this, a transfer function was introduced in Section 3.3.3.
The transfer function takes the distance d and maps it to degree of belonging to
a feature in the range of [0, 1]. The function is a windowed ramp function which
can be described by a center and a width as shown in Figure 3.6. Figure 4.16
demonstrates the difference between the binary approach described in the last
paragraph and the fuzzy approach of the transfer function. In Figure 4.16.A
two reference pixels are selected. One for the segmentation into the red color
channel and one for the green color channel. This is then used to create a binary
segmentation of the gap feature seen in the green segmentation and a ternary
segmentation for the red color channel. The result of these segmentations can
be seen in Figure 4.13.A. There are only two shades of green, bright green and
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Figure 4.17: A) Shows how a transfer function of width 1 or 0 becomes a binary
classification like the similarity based segmentation seen in Section 3.3.2. B)
Shows how a Transfer function with width w = 2 classifies the pixels into the 3
values: 1, 0.5 and 0.

black. However, there are three shades of red bright, dark red and black. The
reason why these two transfer functions map into a binary and ternary range can
be seen in Figure 4.17. For the binary transfer function seen in Figure 4.17.A the
ramp does not cross an integer value on the x-axis. Since the distance values
are all integers due to the discretisation into 4 discrete values, the function
domain simply does not contain any value that maps to the range < 0, 1 >.
In Figure 4.17.B however, the value 6 maps to 0.5, which is why the result
in Figure 4.17.B have pixels that are dark red. The dark red pixels are more
different from the red reference pixel than the bright red values and therefore
less likely to be part of a feature characterized by the red reference pixel. A
fuzzy concept of belonging to a feature leads to non-binary pixel values, which
are useful for showing the degree of the difference between being in a feature and
not in a feature. The segmentation technique demonstrated above can therefore
be applied to interactive exploration of the seismic time slice, by comparing
the distances in up to three different features through RGB blending the three
segmentation. The details and results of such exploration are the subject of the
next section.

4.5 Segmentation Based IVA and Exploration
Use Cases

The end result of the work done up until now is an IVA method based on the
segmentation/feature extraction techniques demonstrated above. By mixing
the segmentation technique with other known methods such as RGB blending
expressive visualizations can be created that reveal underlying structures not
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Figure 4.18: A) RGB image select red reference pixel to be at red dot and
green reference pixel to be at green dot. B) The green color channel alone with
a transfer function of w = 10 and c′ = 7. The green background will be the
context of the image. C) Adds red channel to image. The green transfer function
has width of 10 and center of 7. The red transfer function has width of 10 and
a center of 9. D) Inverts the red color channel to create a red context. Feature
details are now described by the green color channel. The transfer functions
remain the same.

apparent from any one segmentation. By varying the parameters of the trans-
fer function and moving the reference pixels according as new possible features
emerges it is possible to interactively explore the time slice based on the seg-
mentation of the image. Furthermore by being able to store the segmentations
that they have created, the interpreter can explore possible features of inter-
est without risking the loss of what he or she has already found. To build on
this further the interpreter can conduct fuzzy set operations on the different
segmentations to create new segmentations that are combination of different
features. This section will focus on demonstrating the different aspects of the
methods associated with the IVA based exploration technique. As well as show
use case examples where new features were identified through exploration with
this technique.
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Figure 4.19: A) In the 113th time slice the red, green and blue reference pixel is
selected at the points marked with a red, green or blue circle. B) An unsharp-
ened image (higher contrast) of the resulting segmentation is shown. All three
transfer functions have a width of 4. Red and green has c′ = 9, whereas blue
has c′ = 5. C) A sharpened image (lower contrast) of the segmentation. The
centers of the transfer functions remain the same, on the other hand the width
w of all the transfer functions have been changed to 10.
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Figure 4.20: A) The RGB blending of the three first spectral bands of the 135th
time slice. B) The sharp segmentation of the data. C) An unsharp segmentation
of the data. There are four interesting channels identified for this segmentation
labeled 1-4 in the images. 1 can be seen equally well in both A and B. Whereas
2, 3 and 4 is easier to make out in the unsharpened image C.
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Context and Image Sharpness

When blending an RGB image of segmentations it is often useful to have at
least one of the color channels acting as context for the features in the image.
The role of the context is to provide a backdrop displaying the general features
in the data as seen in Figure 4.18.B. Figure 4.18.C demonstrates how to create a
red focus segmentation by selecting a reference pixel inside one of the channels.
By inverting the values in a color channel it is possible to change which channel
is the context and which is the focus. An example of this can be seen in Figure
4.18.D, where the red color channel from Figure 4.18.D is inverted. Making
red the context channel and using green to describe the details of the channels.
As can be seen from this example Red-Green color blending can be useful for
determining details that easily becomes lost in images without one color serving
as context, see Figure 4.16.B.

One of the big differences between the transfer function based segmentation
and the other segmentations is that the width parameter permits the interpreter
to control the contrast between the different segmentations. In practical terms
however the contrast of the image often becomes the sharpness of the image
where sharpness is defined as the contrast between different features. Whether
a high or low contrast between the different features is a good thing tends
to vary depending on the segmentations being visualized. However, it is the
authors experience with the method developed here that the most interesting
details can be hidden away in the edges of features if there is too high image
sharpness.

In this paragraph we will examine two different examples. In example one
(Figure 4.19) the features are shown best by high image sharpness and in ex-
ample two (Figure 4.20) the features are shown best when there is low image
sharpness. Figure 4.19.A shows which reference pixels are chosen to get the
segmentations in Figure 4.19.B-C. The resulting color blending of the segmen-
tations reveal two easily visible channels in Figure 4.19.B, which is the image
with high sharpness. The result of decreasing the image’s sharpness in Figure
4.19.C is that the feature appears to fade back into the background and few new
features are revealed. Example two begins by identifying four possibly interest-
ing channels in Figure 4.20.A. These four channels are then segmented from the
time slice with some unknown reference pixels. Figure 4.20.B shows the visual-
ization with sharp masking between the segmentations and Figure 4.17.B shows
the image with unsharp masking. In this example the details in the channel
becomes easier to make out with an unsharp image rather than a sharp one.
More details become visible and the channels do not appear to fade as badly
as in Figure 4.19. In fact feature number 3 appears brighter in Figure 4.20.C
than in Figure 4.20.B. The difference between the two images appears to be
that the example two has fewer false positives and therefore a higher precision.
It appears as if the details in 4.19.C are lost to noise. Therefore it makes sense
to conclude that images with higher precision gives better results with lower
contrast.
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Figure 4.21: In time slice 113 a river-delta is hidden from interpreters using
the standard method of RGB blending (A). The interpreter identifies the end
of visibility of a channel (1). This is then used to select reference pixels that
accentuate this channel further and then work their way down through this
channel by selecting new reference pixels. The end results are visualizations
such as those shown in B-D. B and C show examples using unsharp masking for
the transfer function, Whereas D uses sharper masks. Furthermore, C uses the
same transfer function for all the color channels resulting in an image consisting
of shades of purple. In contrast to the difference in colors observable in A, B
and D
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Figure 4.22: The channels 1 and 2 are present in both Time Slice nr. 185 and
189. The interpreter uses a A) Time Slice nr. 185 C) Time Slice nr. 189
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Exploration

One of the primary task for geologists working on seismic data is to identify
features such as channels. To this end we proposed in Section 3.4 that interactive
exploration of time slices might be a useful approach. The method we have
demonstrated up to this point should be well suited to this task. By using
the ability to change the reference pixels and the transfer function of each color
channels the interpreter can begin by selecting some possibly interesting features
in the RGB blended image of the first three spectral bands, a baseline for the
exploration can be created. The interpreter then sees if there are any interesting
endpoints to a feature that are reasonable to expect would continue. He or
she then changes the reference pixel of one of the three segmentations to that
point. A new visualization is then generated with the new segmentation in that
color channel. This will often result in a segmentation that reveals more of the
geological feature that was previously hidden.

Three examples of this can be seen in Figure 4.21. The circled black area
is a river-delta which is hidden in the simple RGB blending of the three first
frequency bands. To reveal this information in Figure 4.21.B-D, we begin by
segmenting out the top right-side channel and see where it goes. We see that
the channel splits into three different directions. One goes left past the big salt
diapir in the middle of the image. Another continues along the left side of the
gap towards the tip of the formation. Finally the third split of the channel to
the left and down from the original channel towards the black circled river delta.
By working our way down the channel by changing our transfer functions and
reference pixels, we finally end up with the results seen in Figure 4.22.B-D. The
results are similar but there are some differences. Figure 4.22.D uses a sharper
masking than B and C and Figure 4.22.C uses the same transfer functions for
all its color channels. In this case it results in a monochrome image of different
shades purple. The monochrome image could therefore in theory be converted
to a luminance valued image and assigned to a single channel, freeing up the
other two for further use. Two other use case examples can be seen in Figure
4.22. Selections are made to attempt to better explain the exact nature of the
two channels 1 and 2. Both figures seem to indicate that channel 1 is wider than
channel 2, but that they combine to a single channel the left. This information
remains visible for both time slices with four time slices between them.

Storing and Combining Segmentations

To perform any form of sophisticated IVA requires more than a single view of the
data. In Section 3.3 and 3.4 this thesis proposes to use a view for storing and
combining the different segmentations as a possible second view of the data.
This has been implemented and a usage example of the combination feature
proposed in Section 3.3.5 can be seen in Figure 4.20. To recap quickly there
are four well known fuzzy set operators intersection, union, exclusive or and
not (inversion). By using the three binary operators on our segmentations it is
possible to create new segmentations that are a combination of other segmenta-
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Figure 4.23: A) An RGB blended image of the three first frequency bands of
time slice 157. The red, green and blue pixels represent the reference pixel for
each segmentation. B) An RGB blended image of the three segmentations. C) A
fuzzy intersection has been committed on the red and green color channels from
image B. The red color channel has then been reassigned to this intersection,
resulting in the yellow highlights in areas where the red and green segmentations
are both present.

tions. In Figure 4.20.A a selection of possibly interesting features is made. The
segmentation of these features is then shown in Figure 4.20.B. A combination of
the red and the green feature was then made by using the intersection operation
on them. The resulting segmentation was then mapped to red in Figure 4.20.C,
showing up as yellow due to the color blending with the green channel in the
same pixels.
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Chapter 5

Implementation

In the course of this thesis we have implemented some different applications
and a library to explore and demonstrate the techniques presented in Section
3.4. The purpose of this chapter will be to explain the scope and details of the
applications and library developed. Furthermore the different choices and dif-
ficulties associated with the implementations are discussed. The programming
language used for this thesis was C++ and GUI as well as other non-standard
C++ features was provided by Nokias Qt framework.

The chapter consists of three sections. The first section deals with the cre-
ation of a library for working on the SEG Y format which the seismic volumes
were provided in. The second section describes how the data was pre-processed
before being interpreted in either ComVis or an application implementing the
IVA techniques shown in Section 3.4. The third and last section describes QS-
egySpectra a program we developed to implement the IVA techniques from
Section 3.4. Combined these three sections should give a comprehensive view
on how the techniques introduced in this thesis was implemented.

5.1 SEG Y Loader Library

The SEG Y format is a format for storing seismic traces introduced Barry et
al. in 1975 [52]. The format is organized beginning with a header for the entire
file. The rest of the file consists of a list of definitions of seismic traces. Each
trace begins with a trace header that defines such parameters as the x-y location
of the trace and the sample interval of the trace in microseconds. To read this
format a Qt C++ library was developed. The library has methods for extracting
the files header, the header of a trace, the list of the samples in a trace and any
sample inside the volume. In addition the library had to be able to take into
account the possible different formats in which the data could be stored. The
data could be stored in a high or low endian format, signed or unsigned, integer
or float and IBM or IEEE2 formatted floats. The combination of these methods
permits for a strong access to per trace information, which the format seems to
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have been designed to do. How the format is made more suitable to per time
slice investigation is the subject of the next section.

5.2 Pre-processing

In Section 3.2 and 4.3 several steps for transforming the data into a more suitable
format for the visualization techniques described in this thesis. To perform these
transformations on the data a short Qt C++ program was written using last
sections library that performed the operations on the data and then outputted
a new seismic volume with the new data. These new volumes were generated
for each of the 9 spectral cubes. The SEG Y format described in the last section
being organized in a per trace fashion introduces certain problems when looking
at the data in a per time slice fashion. SEG Y files can be quite large, the files
examined in this thesis have all been 798 Megabytes (MB) large. To extract
a single time slice at time t from a SEG Y file the program has to do a read
operation on each traces sample number t. Since this is an operation performed
for all the traces in the volume, it in effect means that every time a program
needs to generate a single time slice that program has to go through the entire
798 MB file. This exasperated even more by the fact that the techniques that
this thesis has been using needs to look at the time slice for all the different
frequency bands. Resulting in that to extract a single time slice taking into
account all the frequency bands, the program must go through 9·798MB = 7182
of data. Obviously going through such larges amount of data to examine only
a single time slice is not a desirable outcome. Therefore the pre-processing
program when outputting the new volumes, instead of writing it in the SEG
Y format creates an image file per frequency bands time slice. The images are
quaternary due to the transformation in Section 3.2.2 discretising the data into
four discrete values and organized in a row order fashion. The x-y resolution of
the images is computed from SEG Y files trace headers. The resulting format
is ideally suited for slice based visualization and known to us from Computer
Tomography (CT) and Magnetic Resonance Imaging (MRI) data. With the
new format all that is needed to extract a single time slice is to load that time
slices component images from each frequency band. For operations per trace
however this technique is not well suited at all. Since the traces are now divided
into a time slice per sample it would require the program to open every single
time slice image in a volume to extract a single seismic trace. However, since
the IVA techniques in this thesis do not consider traces only time slices, this
concern does not negatively affect the performance of the program described in
the next section.

Sections 3.1 and 4.2 on the other hand discusses techniques involving usage
of the ComVis application developed by Matkovic et al. [41] that does rely on
per trace information. To create files with the statistic and trace information
described in Section 3.1, that ComVis can use. A small program using last
sections library is again developed. The statistics per trace are computed and
outputted to the ComVis file. The ComVis files are organized by Comma Sep-
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Figure 5.1: The QSegySpectra application is the final implementation result of
this thesis. A) The segmentations management view. B) A view for selecting
the time slice to be worked upon. C) The time slice view.

arated Values (CSV) with each containing a single item with values in all the
attributes defined by Section 3.1 and 4.2. Traces are appended as time series’ at
the end of the file and unique identity of each time series is used as an attribute
to connect the “items” with their corresponding trace. A similar method is used
for time slice local investigation of the volume. A ComVis file with the values for
the different frequency bands is created. The file also includes other interesting
statistics such as results of a local horizontal and vertical Sobel filter.

5.3 QSegySpetra

The last program to be discussed is also the largest. The QSegySpectra appli-
cation uses the “time slice image”-files described in the last section to do the
IVA technique from Section 3.4 and 4.5. QSegySpectra was implemented using
C++, Qt and OpenGL and unlike the programs in the preceding sections is an
interactive graphical application, in contrast to an automatic console program
for batch jobs upon files. The applications main window can be seen in Figure
5.1. In Figure 5.1.A it is possible to see the segmentations management view
described in Section 3.4.2. The view in Figure 5.1.B is used to select which time
slice is to be explored. Lastly Figure 5.1.C is the local time slice view described
in Section 3.4.1. In the top toolbar the fuzzy logical operators described in
Section 3.3.4 can be selected for use in the mask management view. The red,
green and blue buttons can be used to select which color channel the application
will be assigning a selection to. To the far right the status of different parts of
the visualization can be determined. At the top it describes that the data is
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looking at time slice nr. 123 and that the data is being examined as a time slices
(slicing mode: Z). Below it are the parameters of the red green and blue transfer
functions. To change these values the interpreter can right click in the time slice
view and select the full screen mode. In the full screen mode the interpreter can
change the width of the selected channels transfer function using the up and
down arrow keys and the center by pressing the left and right arrow keys. To
change the time slice visualization from a visualization of the segmentation to
the baseline visualizations described in Section 3.4.1 the interpreter can right
click in the time slice view and select either a discrete time slice of a spectral
band, a time slice of the original seismics or an RGB blend of the three first
spectral bands.
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Chapter 6

Discussion, Future work
and Conclusions

This last chapter will sum up the work done in the thesis in general. The
methods presented in the thesis will be discussed in the context of possible future
work. The thesis has presented a number of techniques that differ somewhat
from the techniques normally used in seismic interpretation. This difference
from other methods should lend itself well to new avenues of research. Finally,
a general conclusion is made to the thesis.

6.1 Discussion and Future Work

In this thesis a number of techniques have been presented. Some of the issues
related to these techniques have not been adequately examined in this work.
One such issue is the issue of resolution and results from the data examined in
Section 3.1 and 4.2. As can be seen in figures such as Figure 4.2.B the number
of points examined for statistics for the entire volume is lower than for a single
slice. This is because of the performance problems for ComVis in dealing with
very large files. The question this leads to whether another form of analysis that
took into account the full resolution of the volumes could provide more of the
details such as those seen in the analysis of a single slice, seen in Figure 4.8. A
possible useful approach to generating these images of the statistics could be an
image fusion technique such as the techniques described by Wong et al., [35]. By
mapping each statistic to an image and blending these images any differences in
features mapped by the statistics should become apparent due to the contrast
between the color-blended image’s colors.

Another interesting issue is the difference between implicit and explicit fea-
ture extraction and segmentation. In the final segmentation and IVA techniques
presented in Chapter 3, the different segmentations are color-blended into a new
image. The results therefore do not technically divide the image into different
“features.” Instead the segmentation or feature extraction is done in the inter-
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preters mind when he or she examines and sees different features emerge from
the contrast. This means that the method developed here provides an implicit
segmentation of the data based on the colors of the image. However, as can
be seen in images such as Figure 4.14.B-C and Figure 4.15.B-G it can often
be useful to get a clear segmentation into pixels that are part of a feature and
pixels that are not part of a feature. Since the implicit segmentation of the time
slices is the contrast in color images, it should be relatively straight forward
to segment the image based on colors. The resulting classifications could then
either be binary or fuzzy classifications of features.

One major problem of looking at a time slice of volumetric data is that it
gives the interpreter no indication of how the neighborhood looks in the time
direction (z-axis) of the volume. To solve this issue we were looking into at
the end of this thesis the possibility of creating a new type of attribute. By
looking at a 9x9x9 filter around each voxel in the volume and then classifying
each voxel in that filter as either similar or dissimilar to the central voxel we
were hoping to be able to create an attribute describing the direction and shape
of the feature the central voxel is part of. The attribute could be created by first
creating a matrix M with three columns, one for each of the coordinate values x,
y and z. Every voxel that is classified as part of the same value are then added
to M . M is then multiplied with the its transpose resulting in a square non-
singular matrix A. Eigenanalysis can then be performed on A. We know that
for values where the three eigenvalues are similar the feature should be blob like
or volumetric. If two of the eigenvalues are much higher than the last one that
should correspond to a planar or sheath like feature. Lastly if one eigenvalue
is lot higher than the other two that indicates that the feature is linear or pipe
like in nature. The eigenvectors shows the directions of the features [53]. By
combining the information of both the direction and shape of the local feature
it should be possible to create an attribute that shows information in all three
directions in a single voxel.

6.2 Conclusions

This thesis has resulted in the introduction of several new techniques to the
field of interpretation of the spectrally decomposed seismics. The examination
of per trace statistics through IVA did not yield good results. This was pos-
sibly due to the resolution of the ComVis files. Transforming the data into
logarithmic scale resulted in features hidden in low contrast values becoming
apparent. By using the discretisation the data appears to lose some informa-
tion in a single frequency band. However, when several frequency bands are
combined together the features lost in a single band ends up reemerging with
stronger contrast and sharpness than in the non-discretised images. We have
demonstrated that segmenting an image based on pixels having an identical pro-
file across the different frequency bands does not result in good segmentations.
Segmentation techniques based on the similarity of the profiles appear to be
much better suited for segmenting the time slices. Binary classifications of seis-
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mic features appear to be less useful for the data than fuzzy classifications. This
makes sense given that seismic data is by its nature known to be very noisy [3].
RGB blending the resulting fuzzy classifications will often result in new features
emerging, as they are characterized by the degree to which they are similar to
the other classifications. This can be used to create IVA techniques that let the
interpreter explore the data by selecting different segmentations to RGB blend.
Combined the techniques presented in this thesis represent a possible different
more interactive approach to the exploration of spectrally decomposed seismic
attributes.
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