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Introduction

This programming project consists of two parts. The first part deals with cre-
ating a file loader for volumetric seismic data that has been stored in the stan-
dardized SEG Y format [3]. SEG Y data files are used to store geophysical
data acquired from reflection seismology [9]. The second part deals with visual-
izing the loaded SEG Y volume using the shading model called ’local ambient
occlusion’. The renderings using the local ambient occlusion shading model is
compared with renderings using the de facto Blinn Phong shading model [5].
The comparisons show that the novel combination of seismic volumetric data
with local ambient occlusion give superior results when it comes to revealing
critical details in the seismic data.

Both the file loader and the shader are written as separate plugins for the
Volumeshop [1] software which is an interactive system for direct volume illus-
tration. The programming is done on a Windows computer, using Visual C++
and OpenGL. The hardware consists of an NVIDIA Geforce 9600GT, 512Mb
graphics card. The shading is done with a naive and nonoptimized implemen-
tation of local ambient occlusion.

SEG Y seismic format

The SEG Y file format was developed by the Society of Exploration Geophysi-
cists [2] in 1973. The first specification, rev 0, was published in 1975. It is used
for storing geophysical data from reflection seismology, and the file format was
created at a time when 9-track tape was a common medium for storing seismic
data. The latest revision, rev 1 [3], was published in 2002. Rev 1 introduces a
standardizing of the location of the header information, and defines a SEG Y
dataset as a byte stream format. Figure 1 shows an overview of the SEG Y file
structure.

The SEG Y file loader

I started the project with a 64 MB SEG Y data file, which was the beginning
of a larger 700 MB SEG Y file. The first thing to do was to read the header
information. The location of the Textual File Header is unchanged between rev
1 and rev 0. According to the SEG Y rev 1 Data Exchange format the header
consists of 3600 bytes, first is 3200 bytes of text and then 400 bytes of binary
information. The textual part can be encoded either with ASCII [7] or EBCDIC
[8].

Figure 1: Byte stream structure of a SEG Y file with N Extended Textual File
Header records and M trace records
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Byte Description
21-22 Samples per data trace
25-26 Data sample format code
305-306 Number of Extended Textual File Headers

Figure 2: Important Binary File Header locations and values

Byte Description
73-76 x-coordinate of trace
77-80 y-coordinate of trace

Figure 3: Important Trace Header locations and values

Textual File Header

The Textual File Header contains 40 lines of textual information. This pro-
vides a human readable description of the seismic data in the SEG Y file. The
information is free form, with suggestions for the first 20 lines. The SEG Y
format is somewhat general so SEG Y files can come in several varieties. There-
fore some reverse engineering was required to read the SEG Y file I had been
given. I first assumed that the text was encoded with ASCII, but since a sim-
ple printout of text from the header did not turn out to be text but looked
more like random symbols, I concluded that EBCDIC was the right encod-
ing. So then a translation from EBCDIC to ASCII had to be made. The
translation from EBCDIC to ASCII is listed in Appendix F in the SEG Y
format specification [3]. To save time, I googled for code that already had
the 256 item translation tables I needed. I found the 256 item arrays at
http://www.cs.umu.se/∼isak/Snippets/a2e.c and used this code.

The translated Textual File Header contained 38 blank lines, line 39 was
“SEGY REV 0” and line 40 was “END TEXTUAL HEADER”. This means
that the file contained no Extended Textual header, which is a part of SEG Y
rev 1.

Binary File Header

The next part was the 400 bytes of binary header. The header is made up of 2
byte or 4 byte integers, “big-endian” [10] byte order, where most of them were
zero. Byte 21-22 define number of samples per data trace. Byte 25-26 define
data format, for this file the data format is 1 byte integers. Byte 305-306 define
number of Extended Textual File headers. A zero value here indicates that
there is no Extended Textual File Headers here.

Trace Header

A trace is the vertical seismic data recorded at a given x,y coordinate. It is an
array with recorded reflection values at the x,y location, which represents the z
dimension. Figure 4 shows a single trace in the seismic dataset. The data format
size and the number of samples per data trace, being the z dimension, can be
read from the file header. However the x and y dimensions of the dataset is still
unknown. Each SEG Y data block have a 240 byte Trace Header. Once again it
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Figure 4: A single trace in the seismic dataset

is made up of 2 byte or 4 byte integers. In byte 73-76 the source coordinate in
X direction is located, and in byte 77-80 the source coordinate in Y direction is
located. So to find the X dimension, one simply searches through the data file,
counting each step until the Y coordinate changes. The Y dimension is then
calculated from the filesize using this formula:

Ysize =
filesize− 3200(textualheader) − 400(binaryheader)

Xsize ∗ (Zsize ∗ dataformatsize + 240(bytetraceheader))
(1)

The SEG Y file loader currently only support SEG Y files with the same
Data sample format code as the SEG Y dataset I was working with, i.e. 1 byte
integers.
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Local Ambient Occlusion shading

Blinn-phong shading is a commonly used lighting model, in this model the
gradients, the light source position and the view position on the object surface
defines the light values. One problem with this lighting model is that small
circular objects consisting of 2 or 3 pixels on screen contribute too strongly
in the rendering due to maximum light reflection. Such small blob structures
are particularly prominent in noisy data such as seismic volumes. We propose a
different shading model where only the neighborhood of each voxel is considered
when shading the voxels.

Hernell et al. [4] describes a Local Ambient Occlusion model, where only a
limited spherical neighborhood is taken into consideration to compute the shad-
ing. The implementation of this method and trying it out on a seismic dataset
is the second part of this programming project. Local Ambient Occlusion only
considers the object neighborhood and is independent of viewpoint, light source
and normal vectors, this results in less flickering when rotating the volume.

Overview of the method

The Local Ambient Occlusion model described by Hernell et al. evaluates a
local spherical neighborhood around each voxel. A number of rays with starting
point in the current voxel are generated, and the surrounding neighborhood are
sampled along the rays. The sum of the length of all the rays before they hit
an object defines the brightness of the current voxel. This results in concave
(closed) areas getting darker than flat areas which again will be darker than
convex (open) areas.

The light contribution for ray k at voxel location x is:

Ik(x) =

M∑

m=0

1

M

m−1∏

i=0

(1 − αi)

where M are the number of samples along the ray and αi are the samples
opacity. For one rendering either 14 or 26 predefined rays are used. The rays
are uniformly distributed with respect to their angles.

The shading is implemented as a plugin to Volumeshop. No precalculation
is used, the shading is done on the GPU and recomputed for every change. This
makes the shading slow, up to a few seconds per image. A future improvement
could be to store occlusion values for each voxel after they have been computed.

Results

Figure 5 and 6 shows a test dataset specifically created with a wedge, corners,
flat areas and a hold to check that the ambient shading was calculated correctly.
Figure 5 is rendered with Phong, and figure 6 is rendered with Local Ambient
Occlusion. The cut-out parts of the object is where the shading effect is most
visible.

Figure 7 shows the head dataset rendered with Phong shading. Figure 8
shows the difference between 14 rays for each voxel, and 26 rays for each voxel.
The image rendered with 26 rays looks smoother than the image rendered with
14 rays. There are still some artifacts in the image, but one can see that more
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Datasets Size FPS
Test 128 x 128 x 64 0.14
Head 256 x 256 x 230 0.75
SEG Y 400 x 1101 x 91 0.1

rays improve the image quality. In the paper by Hernell et al. they use up to
128 rays to create images.

Figure 9 shows the difference when the seismic dataset is shaded with Phong
and with Local Ambient Occlusion, with 14 and 26 rays. The layers (so called
horizons) in the seismic dataset are more clearly visible when the Local Ambient
Occlusion model is used, and it is also easier to see where the dataset are
more sparse. When comparing the image rendered with 14 rays and the image
rendered with 26 rays, one can see that the top layer is smoother in the image
with 26 rays. Figure 10 shows a split image with Phong shading on the left side
and Local Ambient Occlusion on the right. Figure 11 shows a striped image
with Phong shading and Local Ambient Occlusion. Figure 12 shows magnified
selected areas of sections of figure 9. It can be seen that local ambient occlusion
yields less noisy images with more clearly delineated layer structures.

Conclusion and problems

The implementation on the GPU without the use of precalculation led to some
problems. The rendering of the objects are very slow, up to multiple seconds.
One possible speedup would be to store the computed light values when they
were computed, or to do this in a precalculation part, since the Local Ambient
Occlusion model is independent of the view vector.

Another problem was that for large datasets, or when I tried with more
rays, overloading the graphics card with intense calculations led to frequent
bluescreens, or artifacts in the rendered images.

The use of a Local Ambient Occlusion model appears to have a big impact
on visualization of noisy datasets like seismic dataset.
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Figure 5: Test volume with Phong shading.

Figure 6: Test volume with Local Ambient Occlusion.
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Figure 7: Head with Phong shading

Figure 8: Head with 14 (left) and 26 (right) rays, Local Ambient Occlusion.
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Figure 9: Seismic dataset rendered using Phong shading, and Local Ambient
Occlusion shading with 14 (middle) and 26 (bottom) rays.

8



Figure 10: Phong shading on the left side, Local Ambient Occlusion shading on
the right.

Figure 11: Alternating strips of Phong shading and Local Ambient Occusion
shading.
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Figure 12: Selected areas from the top image rendered with Phong shading and
with Local Ambient Occlusion shading.
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